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Abstract 

Psychiatric research is currently facing multiple challenges due to the heterogeneity that 

characterizes most psychiatric and neurological disorders. Diagnosis of these disorders is mainly 

based on symptomatic manifestations instead of on the underlying pathophysiology and medication is 

often refractory or reported to induce severe side effects in the patients. Therefore, new methods for 

the objective evaluation of these conditions are necessary.  

This thesis aimed at developing a reinforcement learning framework that allowed the study of habit 

learning impairments in patients with Tourette syndrome (TS) and obsessive-compulsive disorder 

(OCD), and to evaluate the accuracy of the developed methodology.  

To perform this study, subjects’ performance during a probabilistic classification learning task, the 

Weather Prediction Task (WPT), was analyzed. The analyzed behavioral data was divided in two 

datasets, a dataset concerning control (NC) and OCD adults, and a dataset regarding TS and NC 

children. 

Multiple reinforcement learning (RL) models were fitted to the data and compared, and two models 

capable of reasonably explaining the behavioral data were selected. These were then used to perform 

parametric comparison between the control subjects and the patients who had been previously 

diagnosed with TS and OCD. 

Several problems, particularly of the analyzed behavioral task, compromised the attainment of some 

of the expected results. Nonetheless, an increased tendency for switching between competing actions 

was shown to occur in TS patients, consistently with the striatal hyperdopaminergia hypothesis of this 

disorder. This result was corroborated by an RL-independent analysis of the data.  
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Resumo 

Atualmente a investigação psiquiátrica enfrenta diversos problemas. As doenças psiquiátricas e 

neurológicas são extremamente heterogéneas e o seu diagnóstico é muitas vezes feito com base nas 

manifestações sintomáticas dos pacientes, e não na sua patofisiologia. Além disso, a medicação 

origina diversos efeitos secundários e é muitas vezes refratária, pelo que é essencial definir 

objetivamente estas doenças.  

Esta tese teve precisamente como objectivo o desenvolvimento de uma metodologia que permitisse 

o estudo quantitativo de deficiências na aprendizagem por reforço (RL) em pacientes com síndrome 

de Tourette (TS) e perturbação obsessivo-compulsiva (OCD). Para tal foi criado um modelo 

computacional, que permitiu a análise do comportamento destes pacientes e de sujeitos saudáveis 

durante uma tarefa de classificação probabilística, a Weather Prediction Task (WPT).  

Os dados comportamentais analisados encontravam-se divididos num conjunto de crianças de 

controlo e diagnosticadas com TS, e num conjunto de adultos de controlo e diagnosticados com OCD. 

Como tal, duas análises independentes foram realizadas. 

Diversos modelos de RL foram ajustados aos dados empíricos e comparados entre si e, deste 

processo, resultaram dois modelos que explicaram os dados empíricos moderadamente bem e que 

permitiram uma comparação paramétrica entre grupos. 

Deficiências da WPT, entre outros factores, impediram a aquisição de alguns dos resultados 

esperados. No entanto, uma maior tendência para alternar entre ações, independentemente da sua 

valência, foi detectada nas crianças com TS. Este resultado foi corroborado por uma análise dos 

dados que não envolveu modelos de RL e é consistente com o excesso de dopamina estriatal que 

caracteriza estes pacientes. 
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1.1 Motivation 

―Current psychiatric research is in crisis‖ [89]. 

During the past decades, many studies have focused on better understanding the brain, and this 

research has successfully extended our knowledge on brain anatomy, physiology and the genetics 

and epigenetics beyond them. However, this increased knowledge on the molecular and 

macromolecular behavior of the brain is still scarce, and the physiopathology of psychiatric and 

neurological disorders like obsessive-compulsive disorder and Tourette syndrome remains far from 

well understood [9] [65]. Scientific discoveries have not translated linearly into an improved medical 

treatment or even diagnosis of these conditions and, to aggravate this, the benefits of recent 

pharmacological developments also seem to be somewhat limited [89]. These difficulties have been 

patent on the development of newer versions of the Diagnostic and Statistical Manual of Mental 

Disorders (DSM) and the necessity of developing new systems for the classification of mental 

disorders seems clearer every day. These new systems would ideally be based on the 

pathophysiology of the different disorders, and not on their symptomatic manifestations [47]. 

However, this is not an easy task. The brain is one of the most complex structures in the known 

universe and to fully understand the physiological principles underlying the aforementioned and other 

psychiatric and neurological disorders, standard approaches do not seem to be sufficient [47] [89]. To 

overcome these obstacles, novel computational approaches have been progressively tested in recent 

years.  

These computational approaches have yielded encouraging results as reinforcement learning 

models, in particular, have been shown to capture multiple physiological processes happening in the 

brain [23] [46]. Prediction errors used in these models have been successfully correlated with the firing 

of dopaminergic neurons in the midbrain [55] [79], and, more recently, several other internal variables 

of these models have been associated to biological quantities [28] [29] [62] [77] [78].  

Together with these advances, robust statistical inference tools have been made available in the 

past years. More sophisticated methods of estimation and comparison, indispensable for the correct 

identification of the physiological quantities of interest, are now possible, unraveling a promising 

avenue for the development of better classification systems of different mental disorders 

There are therefore strong reasons to believe that, by correctly applying these new developments, 

computational approaches can establish themselves as an important (and maybe indispensable) 

complement to clinical research [16] [47] [89]. The estimation of computational biomarkers requires, 

nevertheless, a cautious application of the recently developed methods, as the incorrect use of these 

methodologies can be highly misleading.  

1.2 Objective 

This thesis has two main goals. Firstly, it aims at developing a set of functions in MATLAB to be used 

in Professor Tiago Maia’s lab in isolation or incorporated into a more sophisticated toolbox. This set 

will ideally group all the basic tools necessary for an easy configuration and subsequent fitting of 

multiple reinforcement learning models to different sets of behavioral data, while requiring minimum 
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pre-configuration by the user. These models should be able to capture subjects’ behavior during the 

solving of multiple behavioral tasks and present as parameters internal variables correlated with 

different physiological processes. 

Secondly, this thesis aims at accurately using the developed code and other complementary 

analytical and statistical tools to analyze the behavioral data collected from several patients and 

control subjects during the solving of a probabilistic learning classification task, the Weather Prediction 

Task. This will be done in order to study not only how different subjects approached the task and the 

intrinsic physiology of habit learning throughout the task, but also the physiopathology of some 

psychiatric and neurological disorders in which this process is compromised. As such, this thesis will 

attempt to identify distinctions in task solving across groups and to discuss these according to the 

known literature. 

1.3 Thesis Outline 

This thesis is divided in five main chapters. 

In the second chapter, biological and clinical information necessary for the understanding of the 

methodology applied during this thesis is briefly explained. Some focus is given to the habit learning 

circuitry and the pathophysiology of Tourette syndrome (TS) and obsessive-compulsive disorder 

(OCD) since these were the matters which this thesis aimed at studying in more detail.  

In the third chapter, the framework used for this study is fully explained. To begin with, the Weather 

Prediction Task, the probabilistic classification learning task which was used to assess the 

impairments in TS and OCD patients, is discussed. Subsequently, the analyzed datasets are 

described. Reinforcement learning (RL) is then introduced and connected with its underlying biological 

principles. During this thesis, RL models were used in an attempt to obtain computational biomarkers 

for different physiological processes. Thus, before the developed computational framework is 

described, parameter estimation and model comparison, two key steps to perform the desired 

analyses, are clarified. At that point, the implemented RL-model is fully explained, and the set up for a 

priori hypotheses testing is described.  

In the fourth chapter, the results obtained from standard analysis of the behavioral data, and through 

the RL-based approach are shown and discussed. The model selection procedure is fully described, 

and the selected models are studied and used to perform parametric comparison between the control 

and patients’ groups.  

In the fifth chapter, some final remarks concerning this work are made. Indications regarding 

possible future developments of this project are also given.  
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In this chapter, a brief introduction is made to habit learning and some of the disorders where this 

process is compromised.  

Initially, an overall review of the different memory systems and conditioning is done. Then, the role of 

the basal ganglia in behavior and, in particular, in habit learning is explained.  

The pathophysiology of different neurodevelopmental disorders where this process is impaired is 

then succinctly described. Special focus is given to Tourette syndrome and obsessive-compulsive 

disorder since these are the disorders affecting the patients whose behavioral data was collected, and 

which this thesis aims at analyzing. 

2.1 Memory systems  

―Memory is neither a unitary process nor does it serve a single function‖ [35]. 

This idea had been on the minds of psychologists and philosophers for centuries. However, it was 

only during the twentieth century that this idea could be materialized by neuroscientists, since the first 

undisputable studies concerning memory differentiation involved Henry Molaison, more commonly 

known as patient H.M [84].  

Patient H.M. was subjected to partial bilateral removal of the hippocampus in an attempt to cure his 

epilepsy [80], which resulted in anterograde as well as partial retrograde amnesia. Nonetheless, this 

retrograde amnesia did not seem to affect memory concerning events far in the past, and surgery did 

not seem to impair his immediate memory span nor his general intelligence or personality [80]. 

Perceptual learning, among others, was also confirmed as intact [54]. Taken together, these findings 

provided definite evidence on the non-uniqueness of memory, and established a connection between 

conscious episodic long-term memory and a specific region of the brain [74].  

From that moment on, several other lesion and functional studies in animals and humans were able 

to successfully demonstrate multiple dichotomies in memory [84], and it is now widely accepted that 

different memory systems do indeed exist.  

Like for patient H.M., subsequent studies reporting the existence of dichotomies in memory shared 

two common factors, the association between conscious (or explicit) memory and intact functioning of 

the structures in the medial temporal lobe (MTL), namely the hippocampus, and the independence of 

several implicit learning processes from these structures [25] [30] [74] [84].  

The identification of the different subtypes of learning which occur outside conscious awareness was 

not, however, so easily attained. Task instructions were discovered to be determinant for which 

learning mechanisms were engaged during task solving [33], and only through optimization of these, 

as well as of the cognitive tasks themselves, was this differentiation accomplished [84].  

Concerning memory systems, first it is important to demark working memory (WM) from all other 

forms of long-term memory. According to the model by Baddeley and Logie, multiple systems are 

involved in WM and it is only through the interaction of these that immediate environments can be 

interpreted [2].  

WM is usually associated to the pre-frontal cortex (PFC) [19] [27], and it is responsible for the 

successful manipulation of the information stored in long-term memory systems, so that novel stimuli 

can be successfully represented, and a set of online operations can be performed [1] [26] [60]. 
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Additionally, WM has a key role on the coordination of long-term memory storage of the new 

information of interest [2]. There are two systems involved in WM, a supervisory system which 

regulates the whole system, and two temporary memory systems which store phonological and 

visuospatial data. Only if all these components are intact is normal WM functioning possible [2]. 

Physiological concentrations of dopamine in the PFC, in particular, have been found to be essential for 

normal WM performance [57].  

Disregarding WM, all other memory systems are currently hypothesized to be functionally different 

and partially independent and, thus, to work in parallel. Additionally, different learning principles are 

thought to be on the operating basis of distinct systems [35]. 

Consensual division of the memory systems has not been reached though, as the division of long-

term memory systems in explicit and implicit, or declarative and non-declarative, does not seem to be 

entirely correct. Recent evidence suggests that these systems should be grouped in terms of the 

processing operations which they implement, as factors like the temporal scale and cognitive 

complexity of learning, and the nature of mental representations, are all known to characterize 

different types of memory.  Only by considering these features besides consciousness a proper 

classification might be established (figure 2.1) [35].  

 

Figure 2.1: Division of memory systems according to a processing-based criterion [35].  

2.1.1 Rapid encoding of flexible associations 

Episodic memory comprises the memories experienced by a subject in his lifetime and presents 

several characteristics which make their formation through rapid encoding essential.  Moreover, these 

memories require multisensory inputs, spatiotemporal information and emotional data to be quickly 

integrated. Consequently, several processing modules must be used for their formation [35]. 

Another distinctive feature of episodic memory is that it should store not only the description of the 

full environment, but also the specifics of all the individual components present. Furthermore, details 
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on the information stored should be allowed to be retrieved in any context where they might prove 

useful. Consequently, these are flexible memories [35] [73]. 

Episodic memory is mainly formed through combined action of the hippocampus and neocortex.  

The integrative nature of these areas is highly favorable for the execution of such rapid and flexible 

encoding processes and, as previously mentioned, different lesion studies performed over the past 

years have supported this idea [35] [73] [84].  

In addition to the reported association between medial temporal damage and below-average 

performances in tasks requiring the explicit use of episodic memory (particularly evident on amnesic 

patients), recent findings have implied that episodic memory presents both conscious and 

unconscious components [25] [35].  

Novel studies have also implied MTL structures in the storing of short-term information and 

unconscious operation of the WM [35]. These are particularly noteworthy since they added to the well-

established associations between MTL structures and long-term information retention, as well as the 

conscious engagement of the WM [2] [84].   

The above specifics corroborate that memory systems should be divided according to the 

processing nature of the systems. Additionally, they evidence the need of distinguishing between 

episodic and the remaining memory systems. 

2.1.2 Slow encoding of rigid associations 

This second group of memory systems includes conditioning, category learning and procedural 

memory, as these are all implicitly learned through gradual formation of rigid associations during long 

periods of time. Semantic memory, commonly learned through formation of episodic memories, may 

also be learned through slow encoding of rigid associations. This is the case when multiple learning 

trials are successfully repeated [35]. 

It is important to note, however, that grouping of the memory systems according to their processing 

mechanisms does not necessarily imply that systems in the same category are anatomically and 

physiologically similar in the brain. Indeed, different structures are engaged by these types of learning, 

as depicted in figure 2.1.  

While the neocortex, basal ganglia, cerebellum and some MTL structures are all known to be 

involved in different forms of learning through slow encoding of rigid associations, the degree of 

involvement of other structures in these types of learning is still debatable [35]. For instance, in 

addition to the cerebellum, structures such as the hippocampus, amygdala and striatum are all known 

to participate in classical conditioning [34] [43] [45] [46] [68]. 

2.1.3 Rapid encoding of single or unitized items 

Priming
1
 and feelings of familiarity are learned though rapid encoding of single or unitized items. 

These characteristics do not allow their incorporation in any of the previous groups of systems. They 

also do not imply that these are obligatorily learned through the same brain regions. Indeed, this is not 

                                                           
1
 The effect of increased processing efficiency detected in encounters with a previously given input [74]. 
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thought to be the case, as priming has been mostly associated to the neocortex, and familiarity to the 

parahippocampal gyrus [35]. 

Independently from the exact subdivisions in which the memory systems should be partitioned, 

competition between the latter is known to occur [25] [61] [69] [72]. Different regularities are learned 

depending on which system(s) are activated during a specific activity and, due to the interaction 

between these systems, certain types of lesions can actually be beneficial for some context-specific 

behaviors. During task solving, lesions in systems implementing non-optimal strategies might lead to 

above-average performances from the affected subjects, whereas lesions in the systems 

implementing the correct solving strategies might harm subjects’ performances [30] [61] [84].  

However, it is important to note that only by assuming an integrative approach can these systems, as 

well as their interactions, be fully understood. Besides competing, there are multiple occasions on 

which distinct systems are working cooperatively [25].  

2.2 Conditioning 

Conditioning, a type of implicit memory formed through slow encoding of rigid associations, can be 

divided in two subtypes: classical and instrumental. These mainly differ in terms of the relation 

between behavior and outcome which characterizes each case. Concretely, while in the former the 

outcome is independent of the actions performed by the subject, in the latter the outcome is 

dependent on subjects’ behavior [48].  

Classical conditioning occurs whenever a neutral or conditioned stimulus (CS) is repeatedly paired 

with a rewarding or unconditioned stimulus (US) and given to a subject. In this form of conditioning, 

initially the subjects only react to the presence of the reinforcement. However, through extensive 

training, they progressively begin to react to the CS instead of the US, as the former will predict the 

latter. That is, the CS will elicit a conditioned response [46]. Contrarily to initial suppositions, the 

contiguity between the two stimuli is not sufficient for this learning to occur, though. 

Blocking experiments showed that learning only occurred if the reward was unpredicted. This was 

demonstrated through the addition of a second CS to a learned CS-US pair, and consequent training 

with the two CS stimuli. As the initially trained CS was already fully predictive of the US, no information 

could be obtained about the second CS. Consequently, single exhibition of the latter did not elicit a 

conditioned response [46].   

Contingency effects experiments corroborated the results from blocking experiments. These showed, 

for instance, that if a CS-US pair was trained, but the rate of reward acquisition was not higher than 

the one expected in the absence of the CS, pairing between the CS and US would not occur. Taste 

aversive experiments
 
further supported this line of work by showing that contiguity between stimuli 

was not even necessary [46]. 

Through these experiments, a predictive relationship between stimuli, besides reward uncertainty, 

was proven to be essential for classical conditioning to occur. A remarkable result was later found, 

which strongly sustained all these results. In 1996 and 1997, studies by Montague, Dayan, Schultz 

and Sejnowski established the association between prediction errors (PE) and the firing of 

dopaminergic neurons in the midbrain (figure 2.2) [55] [79].  
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Figure 2.2: Firing of dopaminergic neurons in response to the reception of unpredicted and predicted rewards, 

and omission of a predicted reward, from top to bottom, respectively [79]. 

Due to these pioneer works and subsequent electrophysiological and, later, imaging studies, phasic 

bursts of dopamine neurons are now known to occur in response to CS and/ or US presentation, 

depending on whether the CS-US association has already been formed or not, and the probabilistic 

nature of the rewarding stimuli [23] [25] [46] [64]. Concretely, if an unexpected reward occurs, there is 

an increased firing of the dopamine neurons at that moment, and if a CS fully predicts a rewarding US, 

increased firing is detected when the first one is given. If, on the other hand, the prediction of the 

reward is inconsistent (or probabilistic), phasic responses occur in response both to the predictive cue 

and the reward itself [25].  

Additionally, no modifications of the firing pattern are detected if an expected reinforcement occurs 

when predicted. Likewise, if a predicted reward is omitted, below baseline firing of dopamine neurons 

is detected at the moment when the reward was expected [23] [46].  

Classical conditioning explains therefore how the CS-US associations are learned and how the 

conditioned responses are optimized according to these, but it cannot explain how different behaviors 

or, more concretely, new responses can be performed in order to optimize the feedback received from 

the environment [46]. Despite sharing the need for such prediction errors, instrumental conditioning 

addresses precisely this issue. 

Ideas concerning instrumental learning were first postulated in the famous Thorndike’s Law of Effect, 

which basically stated that responses which were immediately accompanied by, or elicited short-term, 

positive outcomes would be more strengthened and thus more likely to occur in the future [46]. 

Following this reasoning, instrumental learning would be defined by the strengthening and weakening 

of different stimulus-response (S-R) associations, according to the valence of the outcome.  However, 

it is currently known that this is not exactly true, as no learning occurs for entirely expected rewards, 

and not all instrumental learning is processed in terms of S-R associations, or habits [48]. Besides 

habit learning, instrumental learning includes the learning of stimulus-action-outcome (S-A-O) 

associations.  
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S-R associations are slowly learned outside conscious awareness through trial-and-error and they 

are characterized by their rigidity, since they are not easily expressed when changes of context occur 

[4]. Most importantly, extensive training of these associations is known to induce behaviors insensitive 

to the manipulations of the values of the outcomes [21]. 

S-A-O associations, on the other hand, are goal directed [46] [87] [91]. Different neural substrates 

have also been proposed to S-R and S-A-O associations. Habits are thought to depend on the 

dorsolateral striatum, while goal-directed actions have been mainly associated to the dorsomedial 

striatum and PFC [17] [48]. 

S-A-O and S-R associations share, nonetheless, a strong relation. Indeed, a shift from S-R to S-A-O 

control of instrumental actions has been reported in recent neuroimaging studies [87]. 

2.3 The role of the basal ganglia (BG) in learning, memory and behavior 

The BG have long been associated to motor behavior, and there is now strong evidence that they 

also present an indispensable role in the learning of S-R and S-A-O associations through dopamine-

mediated reward learning, as well as in more general gating and action selection processes [11] [27] 

[37] [47] [53] [60] [61] [77]. 

Throughout the last century, different studies applying the dissociation methodology
2
 have evidenced 

habit learning impairments in animals suffering from lesions in the BG [53] [61], in contrast with the 

aforementioned declarative deficits exhibited by subjects with hippocampal damage. Additionally, 

consistent findings concerning the role of the BG in habit learning have been found in studies where 

similar, but temporary, injuries have been induced in the BG through drug injection, as well as in post-

training drug studies [61].  

Recent neuroimaging evidence has further supported the implication of the BG in processes of 

action selection in animals [76], as well as in humans [25] [48] [70]. 

2.3.1 BG anatomy 

The BG are located in the upper region of the brain stem on both hemispheres, and they are 

composed by the striatum and the globus pallidus (figure 2.3a). The former is composed by the 

caudate nucleus, putamen and nucleus accumbens, and the latter is divided in the globus pallidus 

interna and externa [46].  

The BG are highly connected with other brain structures (figure 2.3b). The cerebral cortex, in 

particular, presents several projections to the BG from widespread locations, and these corticostriatal 

pathways have been found to be topographically organized [40].  

                                                           
2
 This methodology tries to evaluate the deficits in the different memory systems by analyzing the subjects’ 

performance on a task where, according to the predominant system, the subject will exhibit very distinct 
behaviors. 
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Figure 2.3: Schematics on the anatomy of the BG and other regions involved in reward learning [46]. (a) Location 

and (b) connectivity pattern between these structures. 

Due to their increased connectivity with surrounding structures, the BG are involved in multiple loops, 

most notably grouped in the motor, associative and limbic circuits. The first two involve the caudate 

and putamen but, while the first one mainly includes motor regions of the frontal lobe, the second 

includes the dorsolateral PFC. The limbic loop includes more ventral regions of the striatum, the 

amygdala and the hippocampus, in addition to the frontal cortex [47].  

Some of the most noteworthy projections from the brainstem to the striatum are received from the 

ventral tegmental area, which also projects densely to the frontal cortex and to the hippocampus 

(figure 2.3b), and the substantia nigra pars compacta [46]. These are particularly important since 

phasic dopamine release in the nucleus accumbens has been shown to reflect prediction errors [48], 

further implying the essential role of the BG in conditioning and action selection. 

Congruently with the reported functional activation of the ventral striatum in classical conditioning 

activities and the simultaneous activation of the ventral and dorsal striatum during instrumental 

conditioning execution, cortical projections are mostly received in the dorsal striatum, while projections 

from the brain stem nuclei terminate both in the dorsal and ventral regions [46].  

Multiple outputs are projected from the BG into different structures, including the cortex. This output 

is sent from the globus pallidus through the thalamus, hence the designation of the corresponding 

circuits as cortico-basal ganglia-thalamo-cortical (CBGTC) loops [47].  

2.3.2 The BG in reward learning and action selection 

The firing of dopaminergic neurons is known to encode prediction errors, and strong evidence exists 

that positive PEs are quantitatively represented by the magnitude of these phasic bursts [25]. The 

mechanisms underlying the encoding of negative PEs, however, are far from completely understood 

[48]. Some authors have suggested that these could also be encoded by the magnitude of the phasic 

bursts. However, strong indications against this hypothesis have been found. The most evident one, 

perhaps, is given by the low tonic firing of these neurons. Fluctuations below the baseline level would 

necessarily have limited power, thus making this assumption unrealistic [47].  
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A more convincing coding mechanism for the negative PEs seems to be the duration of the 

dopamine dip induced by a pause in the firing of dopaminergic neurons [3]. Still, more evidence is 

needed, as hypotheses implying a role for serotonin and the contribution of different dopaminergic 

populations to the encoding of negative PEs have also been postulated [48].   

Some of these have been developed in recent years, after the finding that neurons in the lateral 

habenula present approximately opposite characteristics to those of the dopaminergic neurons in the 

midbrain [51]. The former fire in response to punishment, the prediction of punishment, and the 

absence of reward [48], but their firing is not entirely uncertainty-dependent [51]. Excitation of the 

lateral habenula has been shown to inhibit dopaminergic neurons, and vice-versa [48]. Additionally, 

strong projections exist between the lateral habenula and the raphe nucleus, responsible for the 

release of serotonin [81]. 

Irrespective of the exact mechanisms which are coding the negative prediction errors, it is known 

that learning can only occur due to the existence of synaptic plasticity [23] [46]; a process to which 

dopamine has been strongly associated throughout the brain [36].  As Bliss and Collingridge have 

postulated, ―external events are represented in the brain as spatiotemporal patterns of activity, and it 

is these patterns of activity which must themselves be the agents of synaptic change‖ [6]. Hereafter, it 

is no surprise that dopaminergic input is crucial to reward learning, and that the BG play a central role 

in processes of action selection. 

Whether the BG generate actions or select those being represented at the cortex it is still uncertain 

[47] but, regardless of that, three distinct pathways involved in action selection have been identified 

between the cortex and the BG output structures: the direct, indirect and hyper-direct pathways (figure 

2.4). Consistently with the aforementioned functions of the BG, these pathways have been commonly 

associated to the motor and associative loops. Nevertheless, some evidence concerning their 

implication in the limbic loop also exists [47]. 

The direct (or Go) and indirect (or NoGo) pathways are known to mediate action selection through 

selective facilitation or inhibition of specific actions, respectively [91]. The hyper direct pathway, on the 

other hand, is hypothesized to mediate the action selection process through generalized inhibition of 

all actions. Thus, it is also commonly designated as the Global NoGo pathway. The contribution from 

the latter is thought to be particularly relevant in conflicting situations since, in those situations, 

simultaneous inhibition of multiple actions should be performed in order to avoid a premature choice of 

an incorrect answer [47].  

As depicted in figure 2.4, all these pathways involve the cortex, the subthalamic nuclei (STN), the 

globus pallidus interna (GPi), the substantia nigra pars reticulata (SNr) and the thalamus. However, 

with the exception of the GPi, different structures in the BG are involved in the three pathways.  

The hyper direct pathway is the most distinct from these since, unlike the others, it bypasses the 

striatum, which receives the projections from the dopaminergic nuclei in the midbrain. However, there 

are also important differences between the direct and indirect pathways. Besides involving different 

structures, and thus presenting different connectivity patterns, significant molecular and physiological 

differences between the neurons of these two pathways exist.  
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Striatal neurons in the direct pathway express mostly dopamine D1 receptors, while striatal neurons 

in the indirect pathway predominantly express D2 receptors [47]. The D1 receptor presents lower 

affinity to dopamine than the D2 receptor and, for this reason, physiological tonic levels of dopamine 

lead to a higher binding of dopamine to the D2 receptor. As explained below, this is determinant for 

the underlying physiological mechanics of these pathways.  

Contrarily to the D1 receptors, which are mostly excitatory, D2 receptors are inhibitory and thus, in 

the absence of prediction errors and homeostatic conditions, both pathways are tonically inhibited [47].  

 

Figure 2.4: Simplified scheme of the anatomy of the CBGTC loops (adapted from [91]). Learning occurs mainly 

through the direct and indirect pathways via Go and NoGo neurons, expressing dopamine D1 and D2 receptors, 

respectively. The trade-off between the activation of these and the hyper-direct pathway determines action gating.  

[SNc: substantia nigra pars compacta; VTA: ventral tegmental area; GPe: globus pallidus externa; STN: 

subthalamic nucleus; GPi: globus pallidus interna; SNr: substantia nigra pars reticulata]. 

The direct pathway involves the cortex, striatum, thalamus, GPi and SNr, and it promotes the 

selection of the adequate action(s) for a given context through thalamus disinhibition [47]. 

Corticostriatal projections are excitatory and, when a PE occurs, the increased dopaminergic release 

in the striatum leads to a higher binding of dopamine to the D1 receptor. As a consequence, the Go 

neurons in the striatum inhibit the GPi and SNr and, since the projections from the GPi and SNr to the 

thalamus are inhibitory, the thalamus will have an increase in activation. Moreover, an excitatory 

feedback loop is known to exist between the cortex and thalamus and, as a result, Go learning/ action 

facilitation will occur. During this process, the indirect pathway is inactivated due to the binding 

between the dopamine and the striatal D2 receptors. 

The indirect pathway includes all the structures involved in the direct pathway, and also the globus 

pallida externa (GPe). Therefore, its connectivity pattern is not very different from the one of the direct 

pathway (figure 2.4). The main difference between these two is that in the NoGo pathway the 

connection between the striatum and the GPi and SNr is not direct. Concretely, striatal projections 

terminate in the GPe, and they are projections from the GPe that terminate into the GPi and SNr. 

Therefore, dopamine dips, which lead to a decreased binding to the D2 receptors in the striatum, 

cause GPe inhibiting. Since the projections from the GPe to the GPi and SNr are also inhibitory, this 

ultimately results in an increased inhibition of the thalamus. Hence, NoGo learning will occur for the 



14 
 

actions which originated the negative PEs and, for the motives explained above, the Go pathway will 

not be activated during this process.  

Consistently with these learning processes, which are triggered by variations in the phasic levels of 

dopamine, higher levels of tonic dopamine are associated to a Go bias, while lower tonic levels lead to 

a NoGo bias [47].  

There is, nevertheless, some evidence that dopamine might also be involved in reward-independent 

action selection processes. Striatal hyperdopaminergia, in particular, has been associated to an 

increased switching between competing responses, independently from reward history (possibly 

through increased binding to the D2 receptors in the caudate body) [11]. 

Considering all the above information, it is not difficult to understand the importance of this circuitry 

being physiologically functioning and that, for that to happen, it is vital that the dopaminergic is intact. 

Depending on the degree of the impairments in this system, more or less severe symptoms can 

consequently arise.  

While Parkinson is probably the most obvious example on how this circuitry is impaired, due to its 

well-documented associated loss of dopaminergic neurons [25] [62], numerous neurodevelopmental 

disorders have been also reported to have this circuitry severely compromised. 

2.4 The pathophysiology of different neurodevelopmental disorders 

Different neurodevelopmental disorders share some well-identified characteristics. Disorders like 

Tourette syndrome (TS), obsessive-compulsive disorder (OCD) and attention deficit hyperactivity 

disorder (ADHD), in particular, are all known to affect the frontostriatal system [8] and, consequently, 

the circuitry which has been described in section 2.3.2. For this reason, TS, OCD and ADHD are all 

associated with deficits in action gating processes.  

All these conditions present a substantial genetic component and, not surprisingly, are highly 

comorbid [50] [57]. Nevertheless, environment is also thought to play a key role on the onset of these 

conditions [8].  

Patients suffering from these conditions typically have intact declarative memory, but sub-par 

performances in most of the tasks that require a rapid and flexible adaptation of behavior to cope with 

changing contingencies [8]. 

Due to their impairments in executive control, deficits in attention, switching, inhibition and selection 

have all been identified in these patients, in addition to reported deficiencies in motor control [8]. 

Moreover, these impairments are believed to exert their effects mainly before the initiation of a given 

action. 

It is important to note, however, that all these disorders are highly heterogeneous. The severity of the 

symptoms exhibited by these patients is very variable, and a continuum of nocuous behaviors is 

thought to exist within each disorder, and even between different disorders, like TS and OCD [7] [49], 

OCD and ADHD [50], or even TS and ADHD [57]. Moreover, many of the unnatural behaviors 

associated to these disorders are commonly manifested by healthy subjects, although with lower 

magnitudes [8].  
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Some success in the alleviation of severe symptomatic manifestations of these disorders has been 

obtained through medication, supporting the idea that these neurodevelopmental disorders are mainly 

due to neurochemical deregulation [8] [49] [63]. Nonetheless, there are still numerous factors which 

are not well understood in these disorders and, as a consequence, the success rate of the medication 

is still far from ideal [89]. While the medication may correct some of the problems, it is not uncommon 

that it simultaneously creates several others [9] [25] [52]. 

2.4.1 The dopamine hypothesis of TS, OCD and ADHD 

Deregulation of multiple neuromodulators has been implied in TS, OCD and ADHD, but the 

dopaminergic deficiencies are those which are thought to be mainly responsible for the onset of these 

disorders [57]. The widespread functions of this neuromodulator are consistent with this hypothesis, as 

dopamine is essential, not only for reward learning, but also for WM and the flexible behavior 

commonly associated with the PFC.  

Also supporting this hypothesis is the higher prevalence of TS, ADHD, and early-onset OCD in men. 

The dopaminergic system usually takes longer to mature in the male gender, which might explain the 

lower prevalence of these disorders in girls when compared to boys. This developmental period might 

also explain the generalized decrease in prevalence with age [57]. 

It is important to separate OCD according to the age of its onset though, as subjects suffering from 

this disorder with childhood and adult-onset typically present very distinctive characteristics [65]. In 

OCD, serotonin deregulation is thought to have a more significant role than dopamine deregulation, 

especially in the latter [57].  

2.4.2 Tourette syndrome 

As previously stated, Tourette syndrome is a hereditary neurodevelopmental disorder with onset on 

early childhood and which is more common among the male gender. Its prevalence has not been 

accurately determined, but is thought to be somewhere in the 0.25%-1% range [50] [10].  

Patients suffering from TS usually manifest distinctive motor and vocal tics. Nonetheless, several 

other symptoms, as well as comorbidities, have been associated to these patients. ADHD and OCD, in 

particular, may be present in up to 50% of the patients diagnosed with TS [50], if not more [7] [10]. TS 

symptoms may be motor, behavioral and cognitive, hence the characterization of this disorder as 

highly heterogeneous [9].  

The etiology of TS is far from fully understood, but strong evidence suggests that the BG are highly 

dysfunctional in these patients. Decreased inhibitory output from the BG has been strongly associated 

with the pathophysiology of this disorder, and excessive activation of the direct pathway, in particular, 

has been hypothesized to be in the origin of the impaired inhibition of tics [8] [10] [47]. 

Consistently with this hypothesis, smaller volumes of the caudate have been found in TS patients 

[49], and antipsychotic and neuroleptics, with antagonize dopamine receptors, have had some 

success in the treatment of this condition [10] [49]. These and other findings, like the increased density 

of the dopamine transporter in TS patients, suggest that TS is intrinsically associated with a 

hyperinnervation of the striatum and an increased sensitivity of dopamine receptors, mainly the D2 
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[57]. The aggravation of symptoms following the exposure of TS patients to agents like L-Dopa (the 

biosynthetic precursor of dopamine), which increase dopaminergic activity, also supports these 

conclusions [9] [42]. 

Like compulsions in OCD, the tics exhibited by TS patients are often anticipated by premonitory 

sensations [42], and are commonly thought as fragments of behavior which have not been correctly 

chunked together. Additionally, these are not commonly defined as being voluntary in a binary way, 

since a continuum is thought to characterize this property [9].  

For all the above reasons, tics are often assumed to ―represent habit learning gone awry‖ [Marsh]. 

The severity of the symptoms and of habit learning impairments is not homogeneous amongst TS 

patients, though. Approximately 10% of the TS patients do not exhibit any significant behavioral 

impairment [10]. 

In contrast with the latter, there are the TS patients which present comorbid ADHD. When this is the 

case, behavioral and cognitive symptoms are usually much more pronounced than when TS occurs 

isolatedly. In spite of inhibitory dyscontrol having been associated to both these disorders separately 

[8] [42], the exacerbation of the symptoms when ADHD and TS are both present is so severe that it 

has inclusively led to a debate regarding whether simultaneous manifestation of these disorders 

should be considered an independent condition or not [9]. An even more problematic issue is that 

ADHD patients are commonly medicated with stimulants like methylphenidate, in order to suppress 

their catecholamine deficiencies [52], and these are known to aggravate motor and vocal tics [9]. 

Thus, for these patients, medication must be given depending on which of the symptomatic 

manifestations are more problematic. That is, medication can be given aiming at antagonizing 

dopamine receptors (if TS is predominant), increasing PFC norepinephrine levels (if ADHD and TS 

both present strong components), or even increasing dopamine and norepinephrine levels (if ADHD is 

the most severe) [9]. However, this is an obvious oversimplification of the problem since not all cases 

of each of these disorders are equal, most of the medications present severe side effects, and 

cocktails of different medications can be given [10]. As previously stated, the correction of a problem, 

usually leads to a creation of another, and so, it is not hard to imagine the problems involving the 

treatment of patients with TS and comorbid ADHD. 

The second most common comorbid disorder in TS is thought to be OCD [9] [10], but different 

studies have found variable percentages of this comorbidity (11%-80% [10]). Some phenotypic 

differences have also been found between TS patients with and without OCD, but these findings are 

not consensual.  

Despite less frequent, mood disorders have also been commonly diagnosed in patients with TS. 

Nonetheless, these are more easily explained than the previous comorbidities, since the disabilities 

caused by symptomatic manifestations of TS and the side effects of standard medication are all 

known to impact the emotional states of the patients [9]. 

2.4.3 Obsessive-compulsive disorder 

Obsessive-compulsive disorder is a neurodevelopmental disorder with a prevalence of approximately 

2% in which the normal physiology of the CBGTC loops is significantly impaired. Multiple subtypes of 
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OCD exist, and deficiencies in the dopaminergic, serotonergic and glutamatergic systems are all 

known to contribute for the pathophysiology of this disorder. How exactly these systems are impaired 

in each of the OCD subtypes is not known, though [65]. 

The main characteristics of OCD are, as the name might suggest, the manifestation of repetitive 

thoughts, or obsessions, and repetitive behaviors, or compulsions, by the patients [65] [88]. The 

standard pharmacological treatment for this condition involves selective serotonin-reuptake inhibitors 

(SSRIs), but dopamine antagonists, for instance, are also commonly used [10] [63] [88]. 

In addition to the dissimilarity between childhood and adult-onset OCD, several other distinctions 

within this disorder have been made. It is currently believed that different clusters of symptoms exist, 

and that depending on which cluster is exhibited by a particular subject, different neural circuits may 

be compromised. Multiple neuroimaging studies corroborate this exact heterogeneity [65]. 

Furthermore, ADHD and mood disorders are often comorbid to this disorder. 

While overfocused preoccupations of OCD patients are thought to occur mainly due to an increased 

activity of the indirect pathway, compulsions and other rituals are believed to happen due to excessive 

disinhibition [8]. In contrast with the former, the latter may be explained by a hyper activation of the 

direct relative to the indirect pathway in the CBGTC loops.  

One of the main reasons for the occurrence of severe manifestations of OCD is believed to be 

precisely the perpetuation of harmful behaviors caused by the excitatory nature of the CBGTC loops 

[65].  

Different neuroimaging studies have also detected an increased activation of the orbitofrontal cortex 

(OFC) in OCD patients, a finding which is consistent with this hypothesis [65], but also suggestive that 

explicit modeling of this region may be necessary [26] [47].  
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In this chapter, an approach which connects reinforcement learning models with neurophysiological 

findings is described.  

Firstly, probabilistic classification learning, the framework used for the study of habit learning 

impairments in Tourette syndrome and obsessive-compulsive disorder, is defined. Secondly, the task 

from which the neurobehavioral data to be analyzed was collected, the Weather Prediction Task, is 

enlightened. Thirdly, details on the datasets to be analyzed are given.  

Reinforcement learning (RL) is then explained, and a connection with its intrinsic neural bases is 

established. Parameter estimation through the use of RL models and issues concerning model 

comparison are also elucidated. Subsequently, the computational model which was developed for 

neurobehavioral analysis is described.  

Finally, a priori hypotheses are identified, and the initial set up for RL-based behavioral analysis is 

clarified.  

3.1 Probabilistic classification learning 

For learning to occur, ―what is important is not only the task that is to be learned but also what 

strategy is implemented‖ [84].  

Despite being far from surprising, this statement clearly denotes one of the main foci of 

neuroscientists when designing the tools for neurobehavioral analysis. Its veracity is also easily 

generalizable. Only by knowing how a subject is solving a given problem, is it possible to study in 

detail what might be happening or have gone wrong during that period. 

Behavioral tasks should be carefully designed so that the appropriate solving strategies are used by 

the subjects. One of the most important and challenging aspects when designing a habit learning task 

is precisely to create a task which only elicits the implicit learning strategy of interest, that is, a pure 

task [89].  

Different forms of habit learning exist, but not all of them can be targeted to study the impairments 

existent in different neurological and psychiatric disorders. It is in this exact context that the 

importance of probabilistic classification learning arises [74].  

Probabilistic classification learning is a form of habit learning which (partially) evades the use of 

declarative memory by probabilistically associating cues with specific outcomes [49]. Consequently, 

probabilistic classification learning tasks provide an ideal framework for the study of habit learning 

impairments, as long as the designed tasks meet the aforementioned requirements.   

This is not usually the case, though. Multiple tasks have been proven to rely on different cognitive 

processes and even on the interactions between them [1] [89]. It has also been shown that different, 

but similar, versions of the same task can lead to different cognitive approaches, and to the activation 

of very distinct regions in the brain [25]. Identified confound factors include not only intrinsic 

characteristics of the task, like its duration [69] [70] [71] [72] [82] and the type of feedback involved 

[25], but also how the task instructions are interpreted by the subjects [33] [84]. 

Only by optimizing all these features and overcoming the issues regarding mapping of the different 

cognitive processes on the neural circuitry, could accurate analysis of the subjects’ performance be 
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executed [82]. This is impossible in practice. Nonetheless, probabilistic classification learning tasks 

have been shown to provide significant information [25] [40] [49] [82]. 

3.2 The Weather Prediction Task 

The Weather Prediction Task (WPT) is a probabilistic classification learning task during which the 

subjects must gradually learn distinct stimulus-response (S-R) associations in order to achieve good 

performances [49].  

Different versions of this task exist but all of them are characterized by the existence of a 

probabilistic matching between a set of inputs and two possible weather outcomes, rain or shine [25] 

[82]. Also irrespectively of the task version, four distinct elementary cues are used, and each of these 

is associated with a fixed probability to a given outcome.  

At each trial, combinations including up to three of the elementary cues are be shown. Thus, 

depending on the particular cues which are involved in each combination, rain or shine may be 

predicted more or less accurately. The objective of this task is precisely to learn how to predict the 

outcomes which are most strongly associated to the fourteen different cue combinations, that is, the 

inputs.  

Observational and response-contingent feedback versions of this task have been tested and, 

consistently with the known properties of the basal ganglia (BG) and medial temporal lobe (MTL) 

structures, activation of the BG was only identified in feedback versions [25]. Following the same 

reasoning, Parkinson patients were found to be impaired in these, but not in observational versions of 

the task [25] [83].  

Considering the aim of this thesis, observational versions of the WPT will be disregarded from this 

moment on. 

3.2.1 Feedback-dependent versions of the WPT 

Due to the probabilistic nature of the WPT, a subject may correctly identify the outcome which was 

most strongly associated to a given input but receive a negative feedback as a consequence. 

Consistently, incorrect responses may also be rewarded.  

For these reasons, when the first version of this task was designed, declarative memory of recent 

events was not expected to contribute to an increased performance of the subjects [32]. Indeed, it is 

commonly reported by subjects who solved the task that they felt like they were guessing during task 

execution [49].  

Regardless of the feedback received, only responses which selected the output most strongly 

associated to a given input are considered correct. Thus, healthy subjects should exhibit an increased 

accuracy throughout the task, as they gradually learn the S-R associations of interest through 

incorporation of the associated reward feedback. On the other hand, patients with BG dysfunctions 

should present sub-optimal performance, since, as explained in section 2.3, the cortico-basal ganglia-

thalamo-cortical (CBGTC) circuitry is essential for habit learning. 

It is currently known that this is not exactly true, though. MTL structures have been shown to 

compete with structures involved in habit learning during this task [69] [70] [71] [72], leading to the 
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employment of strategies different than those which were originally expected [25] [32] [82] [83]. This 

not only compromises the study of habit learning impairments in distinct mental disorders, but also 

partially explains the reported existence of subpar performances by control subjects [32] [82].  

A study by Poldrack et al., in 2001, has inclusively shown that at the beginning of the WPT, all 

participants seemed to be ―attempting to memorize the task structure‖ [84]. During that same task, a 

trade-off between increased activity in the striatum and decreased activity of the MTL structures was 

also observed, as performance improved [71]. The activation of MTL structures instead of the BG in 

an initial phase of this task does not imply that the learning is not mediated by dopamine, though. As it 

was seen in the previous chapter, the hippocampus also receives projections from dopaminergic 

neurons in the midbrain, and dopamine has already been shown to mediate hippocampal synaptic 

plasticity [36]. 

As in any other behavioral task, the contribution from the WM to WPT solving should not be 

disregarded either [1] [12]. This, besides complicating the analysis of individual performances, may 

possibly raise the question of whether the activation of the hippocampus at the beginning of the task is 

really related to long-term memory, or simply related to an overload of the WM, or even to the short-

term encoding of novel stimuli and associations [35]. 

Indeed, different studies have supported contradictory views of the role of the hippocampus in WPT 

solving. While Shohamy et al., among others, advocated the extreme importance of the MTL 

structures in the first trials and the contribution of the BG through incremental S-R learning for better 

performance in the last trials of the task [70] [83], Knowlton et al., reported the importance of MTL 

activation for better performance in the last trials of the task [40]. Marsh et al., on the other hand, did 

not even associate the effects of MTL activity to WPT performance [49]. 

In addition to the uncertainty regarding hippocampal function, several other factors may have 

contributed to this disparity. Firstly, different trial numbers and probabilistic task structures were used 

in these studies. Secondly, different lesions affected different patients, even if these shared the same 

diagnosis. Thirdly, there are no certainties regarding whether the negative correlation found between 

the activation of the different systems reveals learning or the behavioral effects of prior learning [25]. 

In that sense, while learning could (hypothetically) be occurring continuously throughout the task for all 

systems, working memory would probably be the most important factor for action selection in earlier 

trials [28] [83], whereas, in later trials, habit learning and/or explicit memory, depending on various 

factors, would be predominant for action selection [70]. 

Several other alternative hypotheses exist [32] [70] [82]. Despite these, one thing is guaranteed: 

habit learning is, indeed, essential for feedback-dependent WPT solving. 

3.3 Neurobehavioral data 

Neurobehavioral data collected during WPT solving was analyzed. This data was divided into two 

datasets with very distinct properties, but which shared the same WPT probabilistic structure (figure 

3.1). The solved version of the WPT presented 90 trials, and it was equal to the one analyzed in [49]. 
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Figure 3.1: Probability structure of the WPT (adapted from [49]). [G(n): number of shine outcomes; H(n): number 

of rain outcomes; P(G): probability of the input yielding shine as an outcome]. 

Behavioral data concerning each of the subjects was received in a separate .edat file. These files 

contained, amongst other variables, information regarding the inputs which were shown at each trial, 

subject’s choices, and the reinforcements which they consequently received.  

All these files were pre-processed in E-Prime 1.2. 

3.3.1 The adult dataset 

This first dataset contained data from 53 adults, who had either been assigned to a control group, or 

diagnosed with obsessive-compulsive disorder (OCD). In addition to the primary diagnosis of these 

patients, no other clinical information was made available.  

Demographic and clinical data of interest is summarized in table 3.1. 

 Number (%) Age, years Sex, M:F 

NC 26 (0.49) 29.43 (7.85) 13:13 

OCD 27 (0.51) 30.85 (8.47) 15:12 

Table 3.1: Demographic and clinical data from the adults (    years) of the normal control (NC) and obsessive-

compulsive disorder (OCD) groups. Standard deviations of the ages are indicated between parentheses. [M: 

male; F: female]. 

As previously mentioned, all subjects from both datasets had solved a task with the same 

probabilistic structure. Nonetheless, the exact sequence in which the several inputs were shown was 

not the same for all subjects. In this dataset, the sequence had been randomized across subjects from 

both groups. Hence, none of the subjects was excluded from the behavioral analyses. 

3.3.2 The children dataset 

This second dataset contained data from 36 children. Of these children, seventeen belonged to a 

control group, and nineteen had been diagnosed with Tourette syndrome (TS). Some detailed clinical 

and demographical information was received, but that information was not complete.  

Eleven of the nineteen TS patients had been diagnosed with comorbid attention deficit hyperactivity 

disorder (ADHD), and some other comorbid disorders were also present. However, only partial 

medication status from the patients was made available. For this reason, and taking into account the 
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heterogeneity of TS (cf. section 2.4), only primary diagnosis was considered when performing 

behavioral analyses.  

Thirty out of the thirty-six subjects which composed this dataset had solved a task with the same 

exact input and feedback sequence. The remaining six, however, had solved task versions with 

distinct sequences. Since all these anomalous subjects belonged to the NC group, these were 

excluded from further analyses, in order to avoid biasing effects. Consequently, only 30 children were 

analyzed. Demographic and clinical data of interest regarding these thirty subjects is summarized in 

table 3.2. 

 Number (%) Age, years Sex, M:F 

NC 11 (0.37) 15.10 (2.77) 4:7 

TS 19 (0.63) 11.68 (2.45) 16:3 

Table 3.2: Demographic and clinical data from the children (<   years) of the normal control (NC) and Tourette 

syndrome (TS) groups. Standard deviations of the ages are indicated between parentheses. [M: male; F: female]. 

Notably, in both datasets, trial errors were detected. That is, there were several trials in which no 

action had been performed by the subjects, and so, no feedback had been received. These probably 

occurred due to the subjects not having performed the response inside the acceptable time interval. 

Hereafter, information regarding these trials was ignored. 

3.4 Reinforcement learning (RL) 

Reinforcement learning is a type of learning where the agent learns from experience through the 

reception of occasional reward signals. No correct answers are explicitly given like in supervised 

learning and, contrarily to unsupervised learning, some feedback exists.  

Additionally, RL is a branch of artificial intelligence [46]. In this context, an agent aims to maximize 

the sum of long time rewards through dynamic adaptation of its behavior (figure 3.2) [86], a process 

which requires two stages: reward estimation, and action choice. The connection between RL and 

animal and human behavior is therefore obvious.  

 

Figure 3.2: Interaction between the agent and the surrounding environment, in RL [86]. 

Reward estimation can be achieved through different methods, including frequentist, full Bayesian 

and error-driven approaches.  The latter, in particular, are extremely important for animal behavior 

modeling.  

In error-driven approaches, reward estimation is achieved through representation and update of the 

values of different associations. These values ( ) store information regarding the predicted outcomes 

for a given association and, in the most simplified case, they can be progressively updated simply 
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according to the difference between real ( ) and expected outcomes (equations 3.1 and 3.2), that is, 

the prediction errors ( ) [46]. 

                  

                      

The two above equations compose the famous Rescorla-Wagner (RW) equation, where   is a 

learning rate which dictates the degree of update. This equation had a major impact for the 

breakthrough in the study of conditioning that occurred in the twentieth century, as the RW model was 

the first to concisely translate the need of surprise and contingency for classical conditioning to occur 

into a set of mathematical equations [46].  

In spite of the multiple contributions given by this equation, most behaviors could not be explained by 

its limited update mechanism [46]. For this reason, new algorithms were developed.  

Of the developed error-driven approaches, one, in particular, stands out: the temporal-difference 

algorithm [46] [56]. This is described by the equations 3.3 and 3.4, where subscripts refer to the 

temporal instance when the update is performed. 

    [      ]              

                       

The main difference between the update performed by the RW and temporal-difference algorithm is 

that the former calculates the prediction errors directly as the difference between the obtained and 

expected reward at a given instance. On the other hand, the latter takes into account that not all 

reward has to be immediate and so it quantifies how much the expectancy of reward has improved 

from one moment to another. This is done by subtracting the previously expected value of reward to 

the sum of the instantly obtained and expected future rewards, which is undeniably a much more 

acceptable biological mechanism.  

Animal learning is a much more robust process than the one which could be assumed by applying 

the RW equation, and multiple studies have indeed shown a better fit of the temporal-difference 

algorithm to conditioning data [45]. Most importantly, strong correlation has repeatedly been found 

between the prediction errors calculated by this algorithm and the firing of dopaminergic neurons in 

the ventral tegmental area and substantia nigra pars reticulata (figure 3.3) [23] [55] [64] [79]. 

It is in the case of instrumental, and not classical, conditioning that RL has provided its most 

significant contributions, though.  

In the context of instrumental conditioning, the RL hypothesis can be postulated in several different 

ways, but one analogy which I find to describe this particularly well is the following: ―Give a man a fish 

and he'll eat for a day. Teach a man how to fish and he'll eat for a lifetime. Give a man a taste for fish 

and he'll figure out how to fish, even if the details change!‖ [Michael L. Littman]. That is, learning is 

driven by reward, and only by figuring out which actions to execute in a particular state
3
, the desired 

                                                           
3
 These represent specific contexts, which are described by a set of features of the environment [48]. 
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reinforcement can be obtained. These three (states, actions, and reinforcements) are precisely the 

fundamental elements of any RL model [48]. 

 

Figure 3.3: Correspondence between the prediction errors, and variables of the temporal-difference algorithm 

[23]. 

3.4.1 RL models 

In a formal representation of RL, at a given instant an agent is in a state, and it may select an action 

from the set of possible actions for that state. According to the selected action, the agent may then 

transition to a new state or not, as well as being reinforced or not. The goal of the subject is therefore 

to optimize the state-action policy (      ), so that it can attain maximum reinforcement from that 

moment ( ) on. Mathematically, this is translated by equation 3.5.  

                 ∑           
            

That is, at a given state ( ), the best action (  ) is the one which maximizes the discounted sum of 

future reinforcements (    ), where   is the instant where a given reinforcement is obtained [48]. 

Importantly, the discount factor ( ) presents values between 0 and 1, not only to assure the 

mathematical convergence of the equation, but also to confer biological meaning to it, since actions 

which lead to the obtainment of quick rewards are often more internally valued than those which only 

lead to the obtainment of similar rewards far in the future [48]. The optimal policy ( ̂) is consequently 

obtained by repeatedly choosing the optimal action for a given context. 

The resemblance between the RL environment and a Markov decision process (MDP) is striking. 

Indeed, all these mechanisms can be written in terms of an MDP since, given the current state, no 

dependency of the environment on past information exists for future choices [48].  

Therefore, two possibilities exist for a subject to find an optimal policy: either the subject tries to learn 

the MDP, that is, the rewards and transition probabilities associated to the execution of the different 

actions in the different states (which is unrealistic for tasks of higher complexity and without causal 

relation between the sequence of events), or the subject tries to learn the optimal policy regardless of 

the MDP [48]. These are designated as model-based and model-free approaches, respectively. While 

the former is usually linked to the learning of S-A-O associations due to a change in the context being 
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immediately absorbed by the agent, the latter is typically associated to the gradual learning of S-R 

associations [17] [48]. 

According to this more formal definition of RL, the state-values can be calculated for each state, and 

for a given policy, through equation 3.6 

        {∑      
           }        

This, for an MDP, is translated in the Bellman equation (equation 3.7) [86]. 

       ∑        ∑           [                  ]                

Where      represents the set of possible actions for a given state  ,    represents a state for which 

the agent can transit by performing action   in state  , and           are the transition probabilities 

associated to those steps.           are the expected values of the rewards.  

Consequently, if the subject learns the MDP, all the state and state-action-values are known. This 

makes the choice of the optimal policy straightforward [48]. 

When the MDP is not known, though, these values must be estimated. It is exactly in this context 

that the importance of the aforementioned temporal-difference algorithm arises. In this case, the 

estimation of the values of interest can be performed through a set of equations as simple as 

equations 3.3 and 3.4. Additionally, as the agent is learning the values, it may simultaneously be 

learning the optimal policy, which, once again, may be achieved through temporal-difference update.  

For all these reasons, RL models implementing temporal-difference algorithms provide an ideal 

framework for the study of trial-by-trial adaptations of behavior in response to feedback [16], and 

consequently to study of the probabilistic classification learning occurring during WPT solving.  

Four main steps are necessary for this to happen, though. Firstly, the models should be consistent 

with neurophysiological findings (cf. chapter 2). Secondly, the internal variables of the models which 

best explain the data should be correctly estimated (cf. section 3.5). Thirdly, the models should be 

compared according to the appropriate statistical tools (cf. section 3.6). Fourthly, the models should be 

proved to explain the data better than what would be expected by chance. That is, some absolute 

besides relative evidence should support the models.  

To allow for an easier generalization of the same methods to different types of data, the 

computational models should also be divided in two main parts, the learning and observation model 

[16]. The former contains the equations that describe the temporal evolution of the internal variables of 

the model. Hence, it is deterministic. The latter, on the other hand, is probabilistic. It allows the 

determination of the likelihood of the data given the model and the parameters, that is,           

[16].  

The full set up of the RL models built for neurobehavioral analyses of the WPT data will be explained 

in sections 3.7 and 3.8. 

3.5 Parameter estimation 

A computational model is defined by a set of parameters, and a set of equations which determine 

how the internal variables are updated on a trial-by-trial basis and the former are fitted to the data. 
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Therefore, when fitting an RL model to behavioral or other type of data, the main goal is, precisely, to 

determine which are values of the model’s parameters that better explain the data [16].  

This parameter estimation procedure is achieved through a statistical approach highly based on the 

Bayes rule. For a given data ( ), the optimal parameters ( ̂ ) of the model ( ) are those which 

maximize the posterior probability distribution over the parameters (equation 3.8). 

  ̂           
                 

In which the posterior is given by the Bayes’ rule (equation 3.9). 

           
                 

      
        

Since the model evidence (      ) is obtained by integrating the contributions from all sets of 

parameters (equation 3.10), the higher it is the product between the likelihood of the data and the prior 

probability of the parameters, the higher the posterior will be. The process described by these 

equations is known as the maximum a posteriori estimation. 

        ∫                              

However, normally no information regarding the prior probabilities of the parameters exists. Hence, 

the prior over the parameters is normally treated as non-informative, or flat [5]. In this situation, 

maximum likelihood, and not maximum a posteriori, estimation is performed (equation 3.11). 

  ̂           
                  

It is important to note that estimation of the individual parameters from each agent is not usually the 

most important aspect of such analyses, though. In neurobehavioral analyses, particularly, we are 

often interested in studying and comparing distinct populations, and not specific subjects. 

Several ways of approaching this problem exist. These are intrinsically related to how within and 

between-subject variability are treated. 

3.5.1 Estimation of population parameters 

One possible solution to estimate the population parameters is to force all subjects of the same 

group to share the optimal parameters’ values - fixed effects approach (figure 3.4a). In this case, the 

individual datasets are considered as a mere part of the dataset of the group. Therefore, instead of the 

parameters being estimated for each subject, a single estimation is made for the aggregated data of 

the whole group [16]. This type of analysis presents several problems, which are easily explained.  

Firstly, it is not plausible that different subjects have the same exact parameters (since these should 

be modeling biological and/or physiological quantities/processes). Secondly, this analysis confounds 

within and between-subject variability.  

The process of maximum likelihood estimation explained above allows the identification of optimal 

parameter values. However, it disregards information about the uncertainty of the estimation, which 
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means that the within-subject variability is not taken into account. By aggregating the data from 

several subjects, the results are simultaneously affected by the within and between-subject variability 

[16]. Additionally, this approach creates a strong dependency of the estimated parameters on eventual 

outliers, suggesting that the significance of the estimated parameters may be severely degraded [16] 

[85].  

Considered together, these points highly discourage the use of the fixed effects approach.  

 

Figure 3.4: Models of population data. (a) Fixed and (b) random effects approaches. [16]. [  : data from an 

individual subject;      population parameters in the fixed effects approach;        subject parameters in the 

random effects approaches;        population parameters of a given group]. In a hierarchical model, a distribution 

for the parameters of the population is assumed. 

An alternative hypothesis is to use a summary statistics approach. Here, parameter estimation is 

performed for each subject. The optimal values from each subject are then treated as random effects, 

which permits the population parameters to be inferred and compared. Despite ignoring the 

uncertainty in the estimation of the optimal estimates for each subject, several studies have supported 

the validity of this approach [31]. It has also been shown that within-subject variability averages out, in 

some of the situations where the individual estimates are used to estimate the population parameters 

[16]. 

A third hypothesis to estimate the population parameters is to use a hierarchical model, like the one 

depicted in figure 3.4b. The main advantage of this approach is that, unlike the previous two, it 

explicitly deals with the within-subject variability. This is done by averaging out the individual 

parameters when calculating the likelihood of the data (equation 3.12) [16].  

  (  |           )  ∫                         (  |     )                 

This necessarily implies the need of assuming a given distribution for the population parameters, 

though. When this distribution is not known, the problem might be overcome through model 

comparison (cf. section 3.6). However, this is a very time demanding procedure since the hierarchical 

approach is already very computationally intensive.  

For these reasons, and due to the considerable evidence supporting the use of the summary 

statistics approach, no hierarchical models for parameter estimation were used during this thesis. 

Hence, they will not be further explored here. 
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3.6 Model comparison 

Having finished the parameter estimation, it is essential to validate the models, since there is no real 

benefit in having found good estimates for incorrect models. Moreover, the questions of interest may 

also be postulated in terms of model frequencies across or within groups, and not in terms parameter 

distributions [16] [75] [85]. To execute this analysis, the correct application of Bayesian theory is, once 

again, essential.  

To begin with, it is imperative to find an unbiased measure that can be used to perform comparison 

between different models. This is not the case of the likelihood
4
, which is particularly obvious by 

comparing nested models.  

Two models are said to be nested if they present the same structure, and share all the free 

parameters that are present in the model of lower complexity. That is, two models are nested if one 

model is a particular case of the other. Hence, when comparing nested models, the most complex 

model will necessarily present an optimal fit to the data at least as good as its simpler nested versions.  

The problem is that while the fit might be better, that does not mean that the model will, since the 

extra parameters may be simply capturing noise. This is the overfitting problem.  

Another evident case of overfitting is that given the number of data points   to be fitted, it is always 

possible to create a model with   or more parameters that perfectly fits the data. Once again, this 

does not mean that that is a good model. 

Nonetheless, some classical model comparison tools based on the likelihood values exist. Likelihood 

ratio tests (LRTs) are a particularly important example of the latter. 

LRTs evaluate the significance of the increase in likelihood caused by the addition of   extra 

parameters to a model   , which is done by testing the null hypothesis that the simpler model is the 

correct one. In this case, the probability of twice the difference in log-likelihoods between a more 

complex model    and    follows a chi-square cumulative distribution with   degrees of freedom [16]. 

Due to their simplicity, but most importantly to their utility, LRTs were used during the model 

comparison process (cf. chapter 4). The LRTs of interest were performed through execution of the 

commands described in equations 3.13 and 3.14, in MATLAB.  

     [     ( |    ̂  
)       ( |    ̂  

)]         

                          

In opposition to the likelihood of the data, whose application requires careful consideration, the 

model evidence provides an optimal measure for model comparison [5] [16] [67]. Indeed, according to 

the fundamental Neyman-Pearson lemma, the most informative statistic for model selection is simply 

the ratio between model evidences of two distinct models [85].  

The model evidence is not affected by overfitting problems since its expression intrinsically favors 

simpler models. Concretely,        is a probability distribution, and so, when integrated over all 

datasets it must be equal to 1 (equation 3.15). Since more complex models present a good fit to a 

                                                           
4
 Unless specified otherwise, the likelihood mentioned during model comparison topics refers to the maximum 

likelihood estimate of the data found for that model. 
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higher number of datasets (due to their increased flexibility), they necessarily assign a lower evidence 

for the specific dataset which is being analyzed. This penalty imposed on more complex models is 

known as the automatic Occam’s razor [5]. 

 ∫                    

However, if there is a reason to believe that a given model is a priori more probable than other, 

irrespectively of how it will fit the data, comparison between the models should also take into account 

those prior probabilities of the models. In this case, the Bayes factor between the models (         ) 

being compared should be performed (equation 3.16). This will not be the case during this thesis. 

 
       

       
 

             

             
          

Notwithstanding, for the models considered in this thesis, model comparison is not an easy 

procedure. This is mainly due to two factors: the analytical intractability of the integral required for the 

calculation of the model evidence (cf. equation 3.10), and its explicit dependence on the priors over 

the parameters [16]. As it was previously stated, no information about these usually exists. Thus, 

some strong assumptions have to be made. Several hypotheses exist to (partially) overcome these 

issues and so estimate the model evidence, but all of them present severe cons.  

An intuitive hypothesis is to estimate the model evidence by sampling. This approach requires, 

however, a long execution time and it is extremely costly from a computational perspective. Its cost 

grows exponentially with the number of parameters of the model. 

Another hypothesis to approximate the model evidence is to use a well-established criterion like the 

Akaike information criterion (AIC), or the Bayesian information criterion (BIC). Both these criteria 

present an accuracy term, which is given by the maximum likelihood estimate, and a second term 

which tries to correct for model complexity (equations 3.17 and 3.18). 

The approximations of the model evidence calculated through these criteria will be designated as 

AIC and BIC, respectively, from this moment on. 

        ( ( |   ̂ ))            

        ( ( |   ̂ ))  
 

 
                 

Once again,   and   identify the number of parameters of the model and the number of data points 

to be fitted, respectively. 

The main advantage in using these approximations is that they circumvent the use of the priors. 

Some others exist [5] [20] [67], but both criteria are far from ideal. None of these criteria adequately 

corrects for model complexity, since they do not even take into account the covariance between model 

parameters. However, if complementarily used, these criteria provide important information, due to the 

under and over penalizing natures of the AIC and BIC, respectively [66] [67]. 

A more robust approximation to the model evidence can be achieved using the Laplace 

approximation (LA). However, this approximation also requires stronger assumptions. 
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To use the LA, the likelihood distribution around the optimal parameters  ̂  must be approximated by 

a multivariate Gaussian centered on that estimate, which is not always reasonable. In particular, the 

parameters being estimated are sometimes constrained between a lower and an upper bound, and it 

is often the case that the optimal values for some of the parameters are in the neighborhood, or even 

coincide with these constraints. In these situations, the Gaussian assumption is problematic.  

A ―solution‖ to this problem is to impose a prior on the parameters. This might correct the deviation of 

the likelihood distribution from a Gaussian, but it simultaneously introduces biases in the estimates. 

Another possible procedure to avoid the estimation of values over the boundaries is to perform a 

coordinate transformation, and to perform the estimation in the new unbounded coordinates. Despite 

being advocated by several authors, this can be demonstrated to be formally equivalent to the former. 

The existence of parameters over the boundaries is not the only situation that may impede the 

assumption of a Gaussian distribution for the likelihood, though. The existence of widespread local 

maximums of the likelihood function, for instance, is another striking case. Consequently, the validity 

of the LA ends up reflecting the quality of the model.  

Formally correct RL models which fit nicely to the data tend to meet the necessary requirements for 

the multivariate Gaussian assumption [16]. The problem, as it will be explored during chapter 4, is that 

when different assumptions are being tested across groups, it is inevitable that the LA will present 

nonsense results for some of the subjects.  

The LA estimates the model evidence according to equation 3.19. 

       ( ( |   ̂ ))     ( ( ̂ | ))  
 

 
        

 

 
                

As it can be seen by its formula, the LA also exhibits an explicit dependence on the priors over the 

parameters. Hence,  ̂  is actually obtained through maximum a posteriori estimation, and   is the 

hessian of the negative logarithm of the product between the likelihood and the prior. Assuming the 

validity of the multivariate Gaussian assumption,   is particularly informative.  

In order to evaluate the quality of an estimate, besides checking how well that estimate explains the 

data, it might be important to see how better that estimate is than the remaining. The hessian provides 

this exact information, since it allows the quantification of the sharpness of the Gaussian distribution 

centered in  ̂ . The higher the second derivatives are the sharper that peak will be, and the better the 

optimal estimate will explain the data when compared to the estimates in its neighborhood. Moreover, 

    provides a standard estimation of the covariance matrix between the parameters [16]. 

In equation 3.19, the last two terms correct for the biased measure that the maximum a posteriori 

estimator would provide for model comparison. The increased capability of the LA to correctly 

approximate the model evidence is exactly explained by the covariance-dependent nature of this 

complexity penalty.  

The increased sensitivity of the LA to the covariance between parameters presents, nevertheless, 

severe cons in multiple situations besides the non-validity of the Gaussian assumption. This is 

particularly evident when considering equation 3.20, a slightly modified version of equation 3.19. 

           ( |   ̂ )  ( ̂ | )                         



32 
 

In cases of parameter degeneracy, where multiple combinations of parameters produce the same 

likelihood values, the term       massively increases, causing an over-inflation of the model evidence 

[5]. The use of the LA in such cases biases the model comparison procedure towards the selection of 

nonsense degenerate models, which might lead to errors much more serious than those which would 

be induced by the use of the AIC and BIC. 

Other hypotheses for the estimation of the model evidence exist. Negative free-energy optimization 

through variational Bayes, in particular, has exhibited promising results in recent studies [66] [75] [85]. 

Due to the strong assumptions and increased complexity of this approach, this estimation procedure 

was not followed, and so, it will not be further explained here. Details on its execution may be found in 

[75], though. 

Following the above reasoning, having the estimated values of the model evidences and/or the 

maximum likelihood estimates, it is straightforward to evaluate the goodness of fit of two distinct 

models for an individual dataset (cf. equations 3.16, 3.13-14). The problem is, once again, that we are 

not usually interested in performing comparisons for individual datasets.  

The issue of model comparison within and between groups was actually key for this project.  

3.6.1 Model comparison for populations 

When performing model comparison for populations, the first question concerns whether the models 

should be treated as fixed or random effects.  

The fixed effects approach might be better justified in this context than when performing parameter 

estimation (since a model is making an assumption of how the data was generated), but this approach 

is still subject to the aforementioned problems [16]. By following this fixed effects approach (figure 

3.5a), the group evidences would be obtained through aggregation of the individuals’ model 

evidences, for each model. These would then be used to calculate the group Bayes factors between 

the models of interest, which would determine the model selection outcome [85].  

However, during this thesis, finding out how the subjects were solving the WPT was precisely one of 

the main goals, and the methodology above would be highly susceptible to the presence of outliers. In 

a fixed effects approach, one single anomalous subject could be enough to preclude the selection of 

the correct model. Hence, this approach was not used. 

A second hypothesis would be to perform a summary statistics approach on the log evidences. 

However, while supported by some authors, this approach is not correct. Contrarily to the parameter 

estimation case, where there is an hypothesis of how the parameter estimates vary across subjects, 

no simple model of how the log evidences vary across subjects exists in this case [16]. 

Consequently, the models in study were treated as random effects, and a hierarchical model was 

used to assess their probability densities.   

This model assumes that each subject ( ) is characterized by a set of binary variables (   ) that 

indicate the model ( ) which is assigned to that subject, and that those variables are generated by a 

multinomial distribution with parameters   (the model probabilities to be estimated). Moreover, the 

hierarchical model assumes that the probabilities   are described by a Dirichlet distribution, with 

parameters  . The latter are associated to the unobserved occurrences of the models in the 
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population. The inversion of the hierarchical model yields the values of   which, when subtracted the 

prior, reflect the effective number of subjects for whom a given model generated the data [85].  

This inversion process is performed through a variational Bayes algorithm which is fully described in 

[85]. The resulting   can then be used to estimate the remaining variables of interest, and so conclude 

the model selection procedure (figure 3.5b). Importantly, this whole process too only requires the 

model evidences (        ) to be observed.  

 

Figure 3.5: (a) Fixed and (b) random effects generative models for the data of the population [85]. [  : data from 

an individual subject;    model labels;    model index;    parameters of the multinomial distribution;  : 

parameters of the Dirichlet distribution].  

If only a descriptive measure of the model comparison results is wanted, the   values present 

sufficient information. Additionally, they can be used to calculate the expected values of the 

probabilities of the models, 〈  〉  (equation 3.21). 

 〈  〉                             

Conversely, it may be desired to quantify the belief of a given model being more likely than the 

remaining     tested models (equation 3.22). 

    {       }                         

Like the expected values of the probabilities of the models, these quantities (    also sum to one. 

These are the exceedance probabilities (EPs) [85]. However, these are not protected against the 

possibility of the observed differences in model frequencies having been generated by chance. To do 

so, some additional steps are required [75]. 

Due to the importance of having a reliable measure concerning the relative likelihoods of the models, 

all these were performed. The statistical risks associated to the Bayesian model comparisons (BMCs) 

were calculated, and then used to obtain the values of the protected exceedance probabilities (PEPs) 

of the models through Bayesian model averaging [75].  

To quantify the statistical risks, two assumptions were made:   , according to which a priori the 

expected values of the frequencies of the models were all equal, and   , which claimed that all 
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models had indeed the same frequencies, and that hypothetical observed differences were originated 

by chance. 

Contrarily to   , under the former, the observed differences are explained by a real, yet unknown, 

difference in the frequencies of the models. Hence, while  [     ] is equal to    ,  [       ] is not. 

The EPs are calculated following this precise assumption, reason for which equation 3.22 is not 

entirely correct (cf. equation 3.23), and those values should not be reported to perform model 

comparison.  

    {       }                            

Thus, before taking any conclusions regarding the likelihoods of the models, the Bayesian omnibus 

risk (BOR) of having wrongly followed    must be evaluated (equation 3.24). 

     
       

               
         

This value can then be used to calculate the PEPs ( ̃ ), according to equations 3.25 and 3.26. 

Importantly, the calculation of these BORs is extremely dependent on the quality of the models being 

compared.  For instance, if several nonsense models are included in the comparison together with a 

good model, the BOR is extremely biased towards 0, as that model will be much more likely than all 

the others. Thus, it is of vital importance to carefully use this tool. While it is not correct to selectively 

exclude models, as explained in [75], simultaneous comparison between all models might not be the 

correct procedure for certain analyses either. A priori reasonable models might severely compromise 

the comparisons, if their goodness of fit is not confirmed a posteriori.  

Despite being protected against chance, the PEPs are not protected against the case where only 

one model has non-null frequency. Nonetheless, this is not anticipated to be a problem. If there was 

strong reason to believe that that was the case, fixed effects Bayesian model selection could have 

been done instead. Consequently, the PEPs provide the necessary information to perform adequate 

model selection. 

  ̃   (       | )         

  ̃             
 

 
             

This hierarchical model also provides the tools for comparison between families of models, which is 

essential when evaluating a particular feature of the models, regardless of all their other 

characteristics. The above comparison is easily done by calculating the Dirichlet parameters 

corresponding to each family (   
), and then using those family parameters in a similar manner to the 

one described for the models [85].  

The different    
 are simply obtained by summing the    of the models contained in each family but, 

when the comparison is done taking into account the families’ partition information, the values of the 

latter might be different than those which were obtained when this information was omitted. This is 

dependent on the Dirichlet prior. More specifically, when the models are divided in families, this prior is 
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usually assumed to be flat on the families, and not on the models, which might lead to different results 

in terms of model selection [14]. This was indeed the case, during the performed analysis (cf. chapter 

4). 

One other function that this methodology permits is to perform between-group comparison. As it was 

previously stated, this was essential for this thesis since I aimed at analyzing neurobehavioral 

differences across groups.  

This feature is particularly important because classical methods of parameter estimation can only be 

used if all subjects are described by the same model. Hence, if the data from different subjects was 

better explained by different models, the first methodology would be useless, and if this feature was 

non-existent, no conclusions could be made.  

Following this methodology, questions concerning group differences are addressed through the 

quantification the likelihood of distinct groups having different model frequencies (       ) [75]. 

To do so, two hypotheses are postulated:   , which assumes that all groups present the same 

model frequencies, and   , which claims the opposite. Since the former is equivalent to assuming that 

all groups belong to the same population,                . According to the latter, on the other 

hand, the subsets (  ) from the different groups are marginally independent [75]. 

Following this reasoning,         can be easily calculated from equations 3.27 to 3.29. 

         ∏         
 
            

           ⋃      
 
             

         
       

               
         

This between-group comparison must be carefully applied, though. Due to the uncertainty regarding 

individual log-evidences, but also the within-group variability in terms of models, this approach is 

slightly biased towards the    assumption [75]. 

During this thesis, the Bayesian model selection processes described above were done in MATLAB. 

To do so, the toolbox described in [14] was downloaded and adapted, so that the PEPs of the 

analyzed families and models were calculated.  The output from the VBA_groupBMC function was 

also slightly modified, in order to include this extra information.   

3.7 A computational framework for neurobehavioral analysis 

In order to simulate individual's behavior during WPT solving, and so fit the collected 

neurobehavioral data, a novel computational model was developed. This model was based on 

previous RL literature [16] [78] [86], but it was further developed so that it included some physiological 

processes yet to be modeled and it considered WPT heterogeneity.  

To permit the use of the model in future studies, its implementation was done so that the data 

obtained through different RL behavioral tasks could be fitted. For the same reason, the model is not 
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complete. Different types of neurobehavioral studies may justify the use of different learning 

algorithms or even the inclusion of more variables.  

In order to fit the data from each subject, the developed computational model uses information 

regarding the inputs which were shown at each trial, the actions the subject performed and the 

rewards he/she subsequently received.  

To allow the simulation of the interaction between different memory systems that is known to occur 

during behavioral task solving, the model was designed with two parallel learning systems. The first 

one implements the reward learning mechanisms processed by the CBGTC loops and the second, 

depending on the user settings, may implement the contribution from the working memory, the model-

based learning of the task MDP, explicit knowledge of a given task regularity, etc.  

Moreover, to allow for the desired level of generalization, the concept of state (cf. section 3.4) is not 

directly used by the model. Instead, the model assumes the existence of several bits which, according 

to the inputs that the subjects receive, might be activated in a certain trial or not.  

Regarding the CBGTC loop, the first question when the model was designed concerned the type of 

algorithm which should be adapted to perform the internal values’ update during reward learning. Two 

possibilities existed to do so: the actor-critic, and  -learning classes. The main difference between 

these is that actor-critic algorithms estimate state-value functions (    ), whereas  -learning 

algorithms directly estimate action-value functions (      ) [20] [86].   

Due to the existence of some electrophysiological data in support of the  -learning class [56] [76], 

but also to the promising results obtained in studies using these types of models [28] [77] [90], the  -

learning framework was adopted. As it will be shown in chapter 4, this proved to be satisfactory. 

Nonetheless, performance of the actor-critic algorithms should be assessed in the future. 

Inside this RL framework, different learning hypotheses were implemented. For this reason, the 

computational model requires a set of options, built in a parameter-independent manner, to be 

specified for the user. The options of interest for this thesis are indicated in table 3.3. 

Option Type 1 Type 2 

I. Represented bits All Only elementary cues 

II. Activated bits All associated to a given input Only fully conjunctive bits 

III. Learning weights                             
                           

            
 

IV. Choice autocorrelation 
Previous answer for the 

same input 
Previous answer 

Table 3.3: User-dependent configurations of the computational model. Initially the user must identify the 

behavioral task from which the data was collected. In case that task hasn’t been defined yet, the user must add its 

key properties to the model. Then, according to this definition, the model pre-defines multiple variables and all 

these options can be configured. Different inputs can be shown during the task, and so, at a given trial, a certain 

bit might be activated or not. Throughout the task, the different bits influence the action selection process 

according to their combination weights, and are updated according to their learning weights. The activation of a 

given bit following the exhibition of a certain input is determined by the corresponding                             

boolean variable. Depending on the selected choice autocorrelation type, the last action done for the same input, 

or for the previous trial, might also influence the online decision process in a reward-independent manner. 
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Depending on these configurations, different submodels are then created and used to fit the 

empirical data. All families of models
5
 are consequently generated from the same global framework. 

For most tasks, it is not usually necessary to simulate more than one learning approach since a 

precise model of how the task can be solved in order to achieve good performances exists. The 

problem of the WPT is that ―several qualitatively different strategies are all about equally effective‖ [1]. 

The inexistence of consistent information regarding the memory systems which were active during the 

task further complicated this analysis (cf. section 3.2).  

This meant that only the CBGTC loop could be modeled, which, despite being in agreement with the 

hypothesis raised in [49] where the same probabilistic task structure was used, was not predicted to 

be entirely correct.  

The implementation of the options above tried to minimize expected problems in the analysis of the 

behavioral data. 

Options 1 and 2 were created to study the bit-response associations which had been internally 

represented and activated by the different subjects in reaction to the different inputs.  

Option 3 aimed at answering questions related to the context-dependent update of the different bits.  

Option 4 addressed the issue of choice autocorrelation; that is, the degree to which past choices had 

influenced subsequent responses, independently of how they had been reinforced [16] [41] [78]. The 

first type aimed at quantifying the tendency to alternate behavioral choice for the different inputs, 

whereas the second type reflected a more basic instinct, which was hypothesized to be correlated with 

the dopamine levels on the striatum [11] [24] [77]. 

Several parameters were also implemented in the model. This did not aim that all parameters were 

simultaneously used, though. Indeed, the use of an excessive number of parameters is not advisable, 

since it typically results in overfitting.  

The key property of this implementation is that it permits testing multiple combinations of parameters 

with minimal effort. By default all parameters are assumed to be present with null values. So, this 

configuration involves identifying which of those parameters should be estimated. Additionally, fixed 

non-null values of the parameters can be specified. 

3.7.1 The reinforcement learning model  

To perform the data fitting procedure, the  -learning framework was adopted, and incorporated into 

a more general model for neurobehavioral data fitting.  

As it was previously stated, this model was not used in its totality during this thesis. Nonetheless, 

since all submodels generated from the above configurations were submitted to these processes, the 

learning mechanics of the general model are fully explained below (figure 3.6). This is done in a 

submodel-independent way.  

The optimal parameters of the different submodels were obtained through maximum likelihood 

estimation. To do so, the log-likelihood value was used. This did not alter the optimal estimates, but 

                                                           
5
 During this thesis, the terms ―model‖ and ―submodel‖ are used interchangeably whenever it is obvious that the 

model being referred to is actually a submodel which was created from the generalized computational model. 
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eliminated the risk of the calculated likelihoods
6
 underflowing the minimum value represented by a 

computer.  

Since the log-likelihoods (    ) were calculated as the internal values of the model were updated, 

the online calculation of these values is also explained below. 

                                                           
6
 These are equal to the product of the probabilities of the model performing the same action as the subject in the 

different trials, given the values of the internal values at that moment. 
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Figure 3.6: Mechanics of the trial-by-trial update performed by the model and log-likelihood (   ) calculation. 

The parameters of the model are either shown in the white boxes, or near the loops relative to the update of the 

variables of the model. Black boxes contain the internal variables of the model, and grey boxes the online values 

used during these processes. At each trial, the log-likelihood (   ) is increased by the logarithm of the probability 

of the action performed by the subject. [a: action; b: bit; i: input; t: trial; MF: model-free; MB: model-based].  
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Before the data fitting process is initiated, the model defines the initial conditions of the internal 

variables. This is done according to the user specifications and to the values of the initial state-action 

values (  ). Subsequently, the log-likelihood is initialized at 0, so that it can be incrementally updated 

on a trial-by-trial basis. The model then iterates, throughout the duration of the task, the action 

selection and the internal values’ update phases.  

As it was previously mentioned, two parallel learning systems were modeled. These were further 

complemented by the incorporation of some nuisance variables.  

The first system, which tries to simulate the gradual model-free learning occurring through the 

CBGTC loops, stores and updates  -values.  

The second system, on the other hand, stores and updates  -values, which are somewhat similar to 

the  -values, in the sense that they too are action-value functions. The update of the  -values can be 

done in a model-free manner, similarly to the first system, or through a set of model-based equations, 

to be provided by the user. These values may also be discounted on a trial-by-trial basis, trying to 

simulate either the volatile nature of the working memory, or a decrease in the system’s activation.  

The latter was modeled following the idea that there is competition between memory systems during 

behavioral task solving [15] [69] and that, in those situations, there is an increased engagement of the 

systems responsible for habitual learning and an associated decrease in the activation of other 

systems, as the task progresses [28] [70 [71].  

Initial Conditions  

The initial conditions are defined through equations 3.30 to 3.31.  

                                           

                                

In these and subsequent equations,   stands for a given action and    are functions defined by the 

type of the submodel and the set of parameters in use. 

Action Selection 

In the action selection phase, firstly the combination weights (         
(       )) of the different bits 

are determined (equation 3.32). This is done according to the input (  ) which was shown at the 

corresponding trial ( ), and so that the total values of the input-action associations associated to both 

system are always between the maximum and minimum rewards received. These rewards are 

typically    or   . 

Then, the values of the input-action associations associated to both systems are calculated 

(equations 3.33 and 3.34). 

          
         

                 

            
         

            ∑     (      )          
(       )           
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            {
∑     (      )          

(       )                     

                                                                                    
         

If the secondary system is being updated through a set of model-free (MF) equations, the values of 

its input-action associations are calculated using a set of expressions analogous to the one used for 

the striatal system, that is, through linear combination of the values of the bits. Otherwise, these 

calculations should be fully specified by the user. 

The values obtained from the two systems are then weighted through a parameter  , in an attempt 

to simulate the contributions
7
 from each system. Next, these contributions are summed, so that the 

total values of the input-action associations         can be calculated (equation 3.35).  

                                               

To capture some of the learning-independent contributions of other physiological systems to human 

behavior, biases for the different actions were modeled. Following this reasoning, the preferences for 

the different actions are calculated as indicated in equation 3.36. 

                                 

Finally, the probabilities of performing the different actions are calculated through logistic regression 

of the preferences. Similarly to multiple RL models described in the literature, this was implemented in 

the form of a softmax equation [16] [86].  

Some slight modifications were made to the standard softmax equation so that the modeled equation 

included the possibility of choice autocorrelation, and that positive and negative preferences could be 

weighted through different parameters (equation 3.37).  

                
 
             

          

∑  
 (     )      

(  )        
 

          

In the above equation,   is the choice autocorrelation parameter,        are boolean variables 

indicating whether   should be added to the preferences for the respective actions or not (according to 

table 3.3), and      
 are the functions which allowed for the aforementioned weighting of the 

preferences. The latter were also defined as a function of the trial number   since the exploration-

exploitation strategies of the subjects could be dynamic. From an intuitive perspective, an increase in 

exploitation throughout the task could even be expected, since, at the end of the task, the same 

absolute difference in the values of the preferences would have been originated by a higher number of 

samples. 

This increased flexibility was modeled through the use of four parameters: the inverse temperatures 

(        ), and the exploration-exploitation modulator ( ).  

                                                           
7
 These are hypothesized to be a function of the confidence posited in each memory system [15] [17] [48]. 

Therefore, ideally, the parameter   should also be dynamically adapted. 
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According to the approach suggested in [16], the values of      
 were modeled ramping up as a 

function of this last parameter. At each trial, the values of      
    ) to be used in the probability 

calculation are obtained through equations 3.38 and 3.39.  

      
                                                          

      
         

                    

Where    are boolean variables determined by the submodel in use (equations 3.40 to 3.42). 

       {
                    
                      

          

       {
                    
                      

          

       {
                                

                                              
         

The implementation of different inverse temperatures was done to evaluate if the subjects were over 

or underweighting the different preferences according to their sign. This was mainly motivated by two 

articles which summarized the importance of considering the differential contributions of dopamine in 

incentive and choice, besides learning [13] [47].  

After the probabilities are calculated, the model selects the action which was performed by the 

subject at that trial, in order to fit the behavioral data. Subsequently, the log-likelihood (   ) is 

increased by the logarithm of that probability (equation 3.43). 

                (        )         

Internal Values’ Update 

The corresponding reward is subsequently obtained and the value of the internal reward should, 

then, be calculated [46]. This process has not yet been modeled, though. At the moment, the internal 

reward is simply assumed to be equal to the reward. 

The evaluation of these internal rewards is mainly thought to be compromised in disorders like 

Schizophrenia and depression, and situations of drug addiction [8] [11] [47]. However, a recent article 

by Pauls et al., has implied that this process might also be compromised in OCD [65]. A study by 

Worbe et al., has also found a difference in reward evaluation between TS and NC subjects, even if in 

a much simpler behavioral task [90]. For these reasons, this should be addressed in the future. 

After this step, the internal reward (       
) is used to calculate the prediction errors (PEs) 

associated to the activated bit-action pairs in the striatum and, depending on the submodel in use, in 

the secondary system. Since the sequence of future inputs is independent from the choice of the 

subject at each trial, the PEs only depend on the immediate rewards and the previously expected 

values (equations 3.44 and 3.44). Like in the action selection phase, the bits of interest are defined by 
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the input shown at that trial (cf. table 3.3). However, only the associations involving the selected action 

may be activated.  

                      
                      

      
                

                      

Next, the effective striatal learning rates for each of the bit-action pairs of interest are calculated 

(equations 3.46 and 3.47). As it was mentioned in section 2.3, a direct and an indirect pathway are 

known to exist in the CBGTC loops. The chosen implementation addresses this exact issue, through 

the modeling of a positive learning rate (    associated to the direct pathway), and a negative learning 

rate (    associated to the indirect pathway). A single learning rate ( ) was also modeled, in order to 

test the validity of these assumptions. Additionally, a parameter   that accounted for parametric 

nonstationarity was included in the model. This was done because different studies had reported that 

the learning rates were a function of the uncertainty regarding the stimuli [18] [38], and implemented 

under a simplified scheme, similar to the one used in [58].  

                                                                 

      
              

            (        )         

Due to the above reasoning and to the neurophysiological findings associating learning through the 

direct pathway to positive prediction errors, and learning through the indirect pathway to negative 

prediction errors, the boolean variables in equation 3.46 are defined according to equations 3.48 to 

3.50. 

            {
                   

          

                                      
          

            {
                   

          

                                      
          

            {
                               

                                              
          

Finally, the  - and  -values of interest are updated (equations 3.51 and 3.52). 

                              
                   

              
                   

                                           
                 

                 

If the parameters associated to the second system are not included in the model, all the steps 

associated to the update of the  -values are skipped to reduce the computational burden. 

Alternatively, if the model-based update option is chosen instead of the model-free one, only that 

update is performed. If the second learning system is active, the  -values are then discounted 

according to the specifications of the submodel in use (equation 3.53).  
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This step concludes the set of operations performed by the model at each trial. 

3.7.2 A quick remark on the model 

In this subsection, the motives which led to the current design of the model are explained with some 

detail. This is done to clarify why the secondary system was implemented (but not used).  

Initially, this second system was designed to model the working memory. To do that, the system 

would be updated through a set of model-free equations, and the  -values would be discounted on a 

trial-by-trial basis. This would be done according to the number of trials that had occurred since a 

given bit, or bit-action pair had been activated.  

Research on the literature revealed that a similar approach had indeed already been implemented, 

and with some success [12].  

However, a subsequent, and more thorough, research on the WPT literature indicated that this 

approach would not be appropriate since several other regions, like the hippocampus, had also been 

reported to present significant activation throughout the task (cf. section 3.2). 

This implied that modeling anything besides the CBGTC loop, which had been proven to be active 

throughout the task during all studies, would not be biologically plausible, as no model for the 

contribution of those other processes to this task existed.   

3.7.3 Computational implementation 

The computational model was implemented in MATLAB, mainly through the creation of four types of 

functions: a data fitting function to be run by the user; a set of functions responsible for the calculation 

of the log-likelihood at each data fitting run; a set of functions aimed at finding the global maximum of 

the log-likelihood for each submodel and subject; and a set of auxiliary functions that secured that 

these goals were met.  

The data fitting function was the main part of the code. This function coordinated the configuration of 

the submodels of interest, interpreted the results obtained from the fitting routines, assured the 

calculation of the model evidences, and determined the output of the model. 

The process of maximum likelihood estimation was performed by two different means: non-linear 

optimization and brute force fitting. The former was used to determine the optimal parameters of each 

subject, for each submodel, and the latter complemented this approach by providing numerous 

samples to study the general behavior of the model.  

Other implemented functions included those which pre-processed the behavioral data, provided 

graphical representations of the output from the model, and formatted the output results from the data 

fitting function, so that the different models could be compared through the model comparison toolbox 

mentioned in section 3.6. 



45 
 

3.7.4 Non-linear optimization of the parameter estimates 

To estimate the parameters which best described the data of each subject, the fmincon function of 

MATLAB was used. This routine tries to minimize the value of a given function and, to do so, it 

receives as inputs the set of parameters to be optimized, their initial conditions, the function which 

calculates the cost function associated to those parameters, and a set of bounds on the parameters, 

among others.  

At each run, the function either reports the value of a local minimum in the neighborhood of the initial 

conditions which met the pre-specified requirements, or the lower value which had been found before 

the termination criteria of the function was met. This means that the global minimum is not necessarily 

reported. 

This routine was called from the data fitting function and, following the reasoning above, the function 

which implemented the set of operations described in 3.7.1, and which returned the negative log-

likelihood as an output, was used as the cost function. The set of parameters and bounds in use were 

fully determined by the submodels being tested and, in an attempt to obtain the global minimums of 

the negative log-likelihood distributions, different initial conditions were tested for each subject for all 

submodels. 

Another feature of this routine, is that it may receive information regarding the gradient and the 

hessian of the negative log-likelihood being calculated in the cost function, as long as these quantities 

are calculated inside the latter.  

The calculation of the gradient for all the parameters that were used during this thesis was 

implemented. However, this was done in a relatively inefficient way, which led to the estimation 

process being much slower when the analytical gradient was used (through modification of the default 

value of the fminon’s GradObj property). 

The values of the analytical derivatives were also compared (by changing the value of the fminon’s 

DerivativeCheck option to ―on‖) to the values being estimated by the fmincon routine through finite 

differences – the default option. Since no significant differences between these were found, the end 

results of the estimation procedures did not use the analytical gradient. 

In order to estimate the confidence intervals of the parameters and to calculate the Laplace 

approximations to the model evidences (cf. section 3.6), the hessians estimated by the fmincon 

routine were used. 

3.8 A priori hypotheses testing 

Concerning the datasets in study, the following set of hypothesis was established. 

Firstly, it was predicted that OCD and TS patients would exhibit impaired habit learning throughout 

the task. This would be reflected on the accuracies of the subjects in the last trials of the task.  

Secondly, it was assumed that TS patients would present higher learning through the direct pathway 

than the indirect pathway (cf. section 2.4) and/or an increased switching between shine and rain 

responses, throughout the task. The latter was hypothesized according to the well-established 

association between dopamine levels and choice autocorrelation [24] and, more concretely, the 

reported association between higher levels of dopamine in the striatum and increased action switching 
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[11]. Also supporting this theory, Parkinson patients had been shown to present increased 

perseveration during behavioral task solving, and to have this tendency reverted through L-DOPA 

administration [77].  

Thirdly, it was thought that the subjects with better task performances could exhibit an increase in 

exploitation and/or a decrease in learning rates throughout the task. The latter was due to the nature 

of  -learning update, which is more easily understood through inspection of equations 3.53 and 3.54.  

                                     

                                           

The above equations translate the fact that, in a given trial, the learning rates weight the  -values 

estimated until that point. Since the subjects who were successfully learning the task should 

progressively become more certain of the expected outcomes, the values of the learning rates were 

hypothesized to decrease as the task regularities were discovered, that is, the task progressed. 

It is important to mention, however, that these hypotheses were postulated for the ―ideal‖ case, 

where none of the patients were subject to medication at the moment of task execution. The 

medication and comorbidities were expected to attenuate some of these effects [49] [62] [63] [77]. 

The first hypothesis was addressed through direct statistical analysis of the behavioral data.  

With the exception of switching, which was studied through RL-based and standard behavioral 

analyses, the remaining factors included in the second and third hypotheses were only studied 

through RL-based analysis since their analysis would be impossible outside this framework.  

3.8.1 RL-based behavioral analysis 

To study the learning strategies adopted by the subjects for WPT solving, five types of models were 

configured. This was done to avoid a priori imposing the same strategy to all subjects, when that could 

not have been the case since multiple possibilities existed. Moreover, the implementation of distinct 

hypotheses would provide some validation in case any of these stood out. 

The first two model types represented all bits (cf. table 3.4). The first type assumed that the bits were 

equally updated independently of being activated in isolation or not, whereas the second type 

presented normalized learning (cf. table 3.3).  

The third model type also represented all bits, but it assumed a fully conjunctive approach instead. 

For this type, at each trial, only the bit representing the simultaneous activation of all visible cues is 

activated (cf. table 3.4). 

The last two model types, on the other hand, assumed that only the bits respective to the four 

elementary cues were represented (cf. table 3.4). Similarly to the distinction between model types 1 

and 2, the fourth type assumed that the bits, when activated, were always equally updated, and the 

fifth type presented normalized learning.  

The five model types were tested for several subsets of parameters, so that the several hypotheses 

of interest could be analyzed. The full list of the parameters involved in the analyses is summarized in 

table 3.5. 
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Activated  
bits 

Input 

0 
0 
0 
1 

0 
0 
1 
0 

0 
0 
1 
1 

0 
1 
0 
0 

0 
1 
0 
1 

0 
1 
1 
0 

0 
1 
1 
1 

1 
0 
0 
0 

1 
0 
0 
1 

1 
0 
1 
0 

1 
0 
1 
1 

1 
1 
0 
0 

1 
1 
0 
1 

1 
1 
1 
0 

1: {0,0,0,1}               

2: {0,0,1,0}               

3: {0,0,1,1}               

4: {0,1,0,0}               

5: {0,1,0,1}               

6: {0,1,1,0}               

7: {0,1,1,1}               

8: {1,0,0,0}               

9: {1,0,0,1}               

10: {1,0,1,0}               

11: {1,0,1,1}               

12: {1,1,0,0}               

13: {1,1,0,1}               

14: {1,1,1,0}               

Table 3.4: Activation pattern of the different bits during WPT solving, for the different models. [grey cells: models 

which only represent and activate the elementary bits; colored cells: models which represent and activate all bits; 

diagonal cells: models which assume a fully conjunctive representation of the inputs]. 

No. Parameter Identification. Description / usage 

1    

Positive striatal learning rate.  

This parameter models reward learning occurring through the direct pathway 

of the CBGTC loops. It is associated to positive prediction errors. 

2    

Negative striatal learning rate. 

 This parameter models reward learning occurring through the indirect pathway 

of the CBGTC loops. It is associated to negative prediction errors. 

3   

Single striatal learning rate.  

This parameter assumes that the same mechanism is used for the 

incorporation of positive and negative feedback. Therefore, its use is 

incompatible with the use of    and   . These alternative hypotheses should be 

evaluated through model comparison procedures.  

4   

Striatal learning rates’ discount factor.  

This parameter accounts for the nonstationary of the learning rates. It models 

their hypothesized decrease with time. 

5   

Single inverse temperature.  

This parameter weights the preferences for all possible actions during the 

action selection process. 

6    

Positive inverse temperature. 

This parameter assumes that different mechanisms are used in the evaluation 

of the positive and negative preferences for the different actions. For this reason, 

it is incompatible with  . It weights the positive preferences.  

7    

Negative inverse temperature. 

This parameter is similar to the positive inverse temperature, with the 

exception that it weights the negative preferences.  

8   

Exploration-exploitation modulator.  

This parameter assumes that as the task is solved, the action selection 

process is becoming increasingly more deterministic. It is used in the update of 

the values of the inverse temperatures. 

9   

Choice autocorrelation parameter. 

This parameter determines the degree to which a past choice is influencing 

future action selections, independently of the outcome from that choice. Positive 

values favor perseverance and negative values switching. 

Table 3.5: Brief description of the parameters used during the RL-based analysis of the WPT behavioral data. 
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From the set of parameters indicated on table 3.5, only the learning rates had necessarily to be 

constrained between a lower (0) and an upper bound (1) to guarantee the plausibility of the model. All 

other parameters beside   had also to be constrained by a non-negative lower bound (but not by an 

upper bound), so that the physiological assumptions underlying the model were not broken.  

However, it was known that high values of these parameters would not give reasonable results, 

since they would either create models without significant learning after some trials ( ), or excessively 

deterministic ( ,   ,   ,  ). Hence, some numerical simulations were done, and reasonable upper 

bounds for these parameters were determined.  

According to these, the choice autocorrelation parameter was adequately constrained, so that 

  *   ((          ))             ((          ))         +. 

The imposition of these bounds (cf. table 3.6) was not strictly necessary for the parameter estimates 

to be optimized, though. The fmincon routine could have still been used if these parameters were 

semi-bounded. Alternatively, if no bounds existed, unconstrained optimization could have been 

performed.  

The main reason behind the choice of this methodology was that, according to defined values, 

violations of these constraints would never be able to explain the data in a biologically plausible way, 

and, if the parameters were meaningful, this was not expected to affect the Laplace Approximation 

significantly. To perform maximum a posteriori estimation, a flat prior between the corresponding 

bounds was imposed for all of the parameters. 

Parameter Lower Bound Upper Bound 

   0 1 

   0 1 

  0 1 

  0 0.5 

  0 20 

   0 20 

   0 20 

  0 0.2 

  -20 20 

Table 3.6: Bounds of the estimated parameters. 

Two distinct cases could occur during the RL-based analysis. In the first case, no learning strategy 

would stand out across subjects and differences between groups would be evaluated through 

comparison of the different families of models. Each of these families would include the five 

submodels corresponding to a given subset of parameters. 

Alternatively, a single model could be proven to reasonably explain the data from all subjects. In this 

situation, assumptions regarding the hypotheses of interest would be evaluated through parameter 

comparison. 



49 
 

3.8.2 Model comparison set up 

Consistently with how the behavioral data was received, both datasets were analyzed separately. 

Even so, multiple theories regarding the behavior of the different subjects existed. Hence, a hierarchy 

of operations was established.  

Since the learning rates and inverse temperatures are essential for any RL model
8
, the Bayesian 

model selection process was initiated with a comparison between families of two parameters.  

More specifically, the study of striatal pathway differentiation was firstly executed. This comparison 

aimed at evaluating if the model was capturing the distinction between the mechanisms underlying 

positive and negative feedback incorporation, while providing the necessary information for the 

creation of models of higher complexity.  

Three families were compared in this process: the families with one learning rate (       ) and a 

single inverse temperature ( ).  

Another reason which supported the choice of this comparison as the initial procedure was that the 

results from this comparison were expected to be much more reliable than those from subsequent 

comparisons. This was due to two main reasons. Firstly, no noise due to a difference in the number of 

parameters would be introduced in the comparison if the AIC or BIC were used. Secondly, it was 

expected that the LA would be relatively well supported for models with these subsets of parameters.  

The results from the execution of these comparisons for both datasets are shown in the next chapter. 

Since they determined how the model comparison process should be continued, subsequent steps are 

also explained and discussed in chapter 4. 

 

 

 

 

 

 

 

 

 

 

 

 

                                                           
8
 In the absence of choice autocorrelation, null learning rates and/or inverse temperatures imply either that no 

learning may occur, or that the actions are randomly selected. 
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In this chapter, the neurobehavioral data collected during the solving of the Weather Prediction Task 

(WPT) is analyzed. 

Firstly, the results obtained through standard statistical analysis of the behavioral data are shown 

and discussed. Secondly, the results from the model comparison of the reinforcement learning (RL) 

models are described and interpreted. Consequently, the models which better explained the data are 

identified. 

The results obtained through fitting of the selected models are then analyzed in detail. The 

performance of these models is evaluated against behavioral summary statistics and, finally, the 

selected RL models are used to perform parametric comparison across groups.  

4.1 Standard behavioral analysis 

4.1.1 The adult dataset 

This dataset presented data from several normal control (NC) adults and obsessive-compulsive 

disorder (OCD) patients. The WPT structure had been randomized across subjects; hence, task 

difficulty for the OCD and NC adults was first compared across blocks. This was done through 

examination of the mean strength of the inputs shown in blocks of 10 trials. The strength of a given 

combination of cues (           ) was defined according to equation 4.1. 

                (                              )        

In this equation,           represents the probability of a given combination of cues yielding sun or 

rain. Thus, this formula allows quantifying how strongly each input is associated to its most probable 

outcome.  

 

Figure 4.1: Mean strengths of the inputs shown during the nine blocks, for the NC and OCD groups. The error 

bars indicate the standard error of the mean (SEM). 
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Visual inspection of figure 4.1 indicated that inputs’ strength might have conditioned subjects’ 

performance. Not only the NC adults received on average easier combinations of cues during the first 

five blocks, as high slopes were detected between consecutive blocks for both groups.  

With this in mind, accuracy during task solving was examined. The mean percentage of correct 

answers was calculated for each group at each trial, and the obtained curves were fitted through linear 

regression (figure 4.2).  

 

Figure 4.2: Accuracy during task solving of both adult groups. Solid curves indicate the mean percentage of 

correct answers obtained for the NC (green) and OCD (red) groups across trials, and the dashed lines represent 

the curves obtained through linear regression of the corresponding group accuracy curves. Expressions of the 

latter are also indicated in the chart. 

Following a similar procedure to the one described in [49], no group comparison was performed for 

the trial-by-trial information. In its place, block analysis was performed. The trials were aggregated in 

blocks of 10, and the average percentage of correct answers was calculated for each of the 9 blocks, 

for all subjects. Before performing any analysis, the accuracy of the NC and OCD groups across 

blocks was plotted (figure 4.3). 

 

Figure 4.3: Mean accuracy across blocks for both adult groups. Solid curves indicate the evolution of the mean 

percentage of correct answers for the NC (green) and OCD (red) groups throughout the blocks, and the dashed 

lines represent the curves obtained through linear regression of these. Expressions of the latter are also indicated 

in the chart. 
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Visual inspection of figure 4.3 did not seem to indicate that gradual learning had occurred throughout 

the task, nor it supported the assumption that group accuracies followed of a linear or any other trend. 

To objectively evaluate the accuracies of the NC and OCD adults throughout the task, a mixed 

ANOVA was performed. Block was defined as the within-subject repeated measure, and subjects’ 

group as the between-subjects factor.  

Both groups were found to have performance significantly above chance for every block, but no 

differences in accuracy across blocks or groups were detected. The analysis yielded a significant 

block by group interaction (                    ), but this did not seem to be related to any 

learning effect (cf. figure 4.3). Furthermore, pairwise comparisons between blocks did not reveal any 

significant difference when Bonferroni correction for multiple comparisons was performed. 

To confirm that the aforementioned block by group interaction had not confounded any meaningful 

result, repeated-measures ANOVAs were applied to the NC and OCD data separately. Contrarily to 

the multivariate analysis for the NC group, analysis of the OCD group revealed a main effect for block 

(                    ), but this was not supported through pairwise comparisons. Consequently, 

no significant finding could be found.  

No strong hypothesis regarding switching existed for this dataset. Nonetheless, this analysis was 

performed. To do so, a summary statistics approach was followed.  

The number of shifts in action selection between consecutive trials for each subject (  ) was 

assumed to follow a Binomial distribution with parameters    and   , respectively the number of valid 

trials and the probability of switching between rain and shine. The number of valid trials was calculated 

according to equation 4.2. 

                                

Where the number of trials (        ) was 90, and           was given by the number of trials where no 

action had been performed by the subject. The first trial was excluded since no action had previously 

been done, and so, it would be impossible for a switch to occur.  

Bayesian estimation was then performed to approximate the   ’s. This was done through equation 

4.3, where    is the effective number of shifts done by each subject, and   and   the values of the 

prior Beta distribution used for this procedure.  

   ̂   [                  ]         

A non-informative prior was used, thus the values of   and   were equal to one. The distributions of 

the   ̂’s obtained for the subjects of the NC and OCD groups were then subjected to a normality test, 

the Lilliefors test [44]. This test was not significant for any of the populations, and so, the switching 

proportions found for the individuals of the NC and OCD groups were compared through a  -test. No 

significant difference between the groups was found.  

4.1.2 The children dataset 

 

This dataset concerned children of a NC group and with Tourette syndrome (TS). As it had been 

mentioned in section 3.3, all of them had solved a task not only with the same probabilistic structure, 
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but also with the same input and feedback sequence. Despite invalidating the execution of 

comparisons between subjects from this and the previous dataset, this allowed a more detailed 

examination of the corresponding neurobehavioral data.  

Firstly, the accuracy throughout the task was analyzed. 

 

Figure 4.4: Accuracy during task solving of both children groups. Solid curves indicate the mean percentage of 

correct answers obtained for the NC (green) and TS (red) groups across trials, and the dashed lines represent the 

curves obtained through linear regression of the corresponding group accuracy curves. Expressions of the latter 

are also indicated in the chart. Trials where the input with 50/50 chance was shown were omitted. 

No trend was visible when the mean accuracies throughout the task were plotted (figure 4.4). As it 

had been done for the previous dataset, block analysis was performed. Since all subjects had solved a 

version of the task with the same exact sequence, input strength was plotted together with the 

accuracy across blocks (figure 4.5). 

 

Figure 4.5: Mean accuracy, and mean input strength, across blocks for both children groups. Solid curves 

indicate the evolution of the mean percentage of correct answers for the NC (green) and TS (red) groups 

throughout the blocks, and the dashed lines represent the curves obtained through linear regression of these. 

Expressions of the latter are also indicated in the chart. 
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Inspection of the above results was somewhat discouraging, since no evidence pointed to the 

existence of gradual learning throughout the task. Nonetheless, such statement was not 

straightforward. The lower accuracy detected in block 7, for instance, could be partially explained by 

the existence of several misleading trials
9
 in blocks 5 and 6 (50% of the total number of trials in each).  

As for the previous dataset, to accurately compare the NC and TS groups, a mixed ANOVA was 

performed. A main effect for block was found (                     ), but no difference between 

groups was found. Contrarily to what occurred in the adult dataset, the interaction between these two 

factors was also not significant. Several significant differences between blocks were found through 

pairwise comparisons, but this did not provide any evidence in support of a learning impairment in the 

children with TS. Switching analysis was subsequently performed. 

To do so, the methodology described in section 4.1.1 was applied. The normality assumption was 

not rejected for the switching proportions of the NC nor the TS children, and so a one-tailed  -test was 

used to test the hypothesis of increased switching for the TS group. A  -value of 0.0344 was obtained. 

A non-parametric test was also performed to evaluate the consistency of this result. A one-tailed 

Wilcoxon rank sum test yielded a  -value     , which was consistent with the a priori hypotheses. It 

is important to note, however, that a one-tailed  -test would have also been significant if the 

hypothesis of increased switching in OCD had been tested.  

4.2 Model comparison 

This analysis aimed at discovering if there were significant differences in model frequencies among 

the population and, more specifically, between the different groups in which each dataset was 

partitioned. In case that was not possible, this analysis aimed at finding if there was any model 

capable of explaining the data from the full datasets significantly better than the remaining set of 

tested models, and significantly better than what was expected by chance.  

As described in section 3.8, multiple families of models were created so that the hypotheses of 

interest could be tested for both datasets. For each family, the five model types were ordered as 

indicated on table 4.1.  

Option 

Model 
Represented Bits Activated Bits Learning Weights 

1 All All Non-normalized 

2 All All Normalized 

3 All Fully Conjunctive - 

4 Elementary All Non-normalized 

5 Elementary All Normalized 

Table 4.1:  Characteristics of the models contained in each family. 

This order was used for all analyses. Consequently, each submodel was numbered according to 

equation 4.4. 

                                                    

                                                           
9
 Trials where the outcomes least strongly associated to the shown inputs are rewarded.  
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As supported in the literature, the comparison between the different submodels was mainly executed 

through random effects Bayesian model selection (BMS).  

The toolbox indicated in [14] was used to perform all Bayesian model comparisons (BMCs). This was 

slightly adapted so that it calculated the Protected Exceedance Probabilities (PEPs), in addition to the 

Exceedance Probabilities (EPs), and so that its output contained this additional information, and it was 

more easily understandable. Depending on whether families’ partition information was included or not 

in the analysis, two sorts of figures compiling the BMS results were generated. Detailed description of 

these is given in the legend of the first figure obtained for each type of comparisons.  

To approximate the model evidence (ME) of the different models, the Akaike Information Criterion 

(AIC), Bayesian Information Criterion (BIC) and Laplace Approximation (LA) were complementarily 

used. Since all of these presented some deficiencies, and according to the reasoning explained in 

section 3.6, BMS was performed in multiple steps. This was done mostly according to the PEPs 

obtained for the different models, whose significance threshold was defined at 95%.  

The initial comparisons dictated the models which were subsequently fitted to the data, and included 

the comparisons. These procedures were progressively repeated until the model comparison process 

was concluded.  

While some of the comparisons might seem partially redundant at first, the executed procedure was 

thought to be one capable of generating more trustworthy results. The inclusion of discredited models 

of higher complexities on the most relevant analyses was avoided whenever possible, since it would 

strongly bias the selection towards the model which best explained the data. This was not desired 

because the goal was not to select a nonsense model which simply explained the data a little better 

than the remaining. 

Firstly, the dataset concerning adults was examined. 

4.2.1 The adult dataset 

The following charts include information about all adult subjects who were assigned either to the NC 

or the OCD groups.  

4.2.1.1 Models with one learning rate and a single inverse temperature 

Three families of models were initially compared. The first one assumed the existence of a single 

striatal learning rate ( ). The second and third families presented either the negative (  ) or the 

positive learning rate (  ), respectively. All families had the single inverse temperature ( ) as the 

second parameter. Consequently, these families were designated as (   ), (    ) and (    )-families. 

A similar notation was adopted for all other families. 

Since all fifteen models had the same number of parameters, only two ME approximations, the BIC 

and LA, were initially used to perform BMC between the fifteen models of interest. These comparisons 

yielded highly significant results since both of them originated protected exceedance probabilities 

(PEPs) over 95% for the third family, and the twelfth model (figures 4.6 and 4.7).  
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Figure 4.6: Results of BMC between the (   ), (    ) and (    )-models obtained using the BIC and families’ 

partition information, for the adult dataset. (Top and Middle Left) Approximated Exceedance Probabilities (EPs) 

and Protected EPs of the fifteen models. (Top and Middle Right) Estimated model and family frequencies. The 

first five models belong to the (   )-family, the following five to the (    )-family, and the last five to the (    )-

family. (Left and Right Bottom) Approximated EPs and Protected EPs of the three families.   

 

Figure 4.7: Results of BMC between the (   ), (    ) and (    )-models obtained using the LA and families’ 

partition information, for the adult dataset. 

Similar comparisons, but without including information regarding the families of the models, were 

also performed. These produced consistent results, as PEPs over 95% were found for model 12 either 

by using the BIC or the LA (cf. appendix 1). This strongly suggested the existence of a difference 

between the positive and negative learning rates for both groups. 

Comparisons between these fifteen models were then separately executed for the NC and OCD 

groups, but no significant difference across groups was found through these.  
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In order to check if there was enough evidence to use models of higher complexity, 3-parameter 

nested versions of the models from the (    )-family were then fitted and compared. Only these were 

created because this family had proven to be much better than any of the other 2-parameter families. 

4.2.1.2 Three-parameter models with the positive learning rate and single inverse 

temperature  

Six families of 3-parameter models were compared at this stage. These were the (       ), 

(        ), (      ), (      ) and the (      )-families. Besides sharing the positive learning rate, 

the second family assumed the existence of two distinct inverse temperatures, and the first family 

assumed the existence of a negative learning rate in addition to the positive one. The third set 

assumed dynamic adaptation of the inverse temperature, and the fifth a decreasing learning rate 

throughout the task. Contrarily to these, the set of parameters which included   gave rise to the 

creation of two different families, as two different types of choice autocorrelation had been 

implemented (table 3.3). Choice autocorrelation type 1 and 2 corresponded thus to the families 4 and 

5, respectively. As in the previous case, BMS was done recurring to the BIC and LA. 

When the BIC was used, the (       )-family acquired a PEP of approximately 99% (figure 4.8). The 

desired confidence level for single model selection could not be attained though, as a value of 

approximately 89% was obtained for the PEP of the second model from this family.  

 

Figure 4.8: Results of BMC between the models from (       ), (        ), (      ), the two (      ) and 

(      )-families obtained using the BIC and families’ partition information, for the adult dataset. 

BMS using the LA presented a very distinct pattern of model frequencies and, consequently, of PEPs 

(figure 4.9). Models with null or minimal increases in likelihood from their nested (    )-versions 

models were selected by this approximation. This was due to a strong violation of the Gaussian 

assumption for some of the tested models. Consequently, the results from this comparison were 

disregarded.  
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Figure 4.9: Results of BMC between the models from (       ), (        ), (      ), the two (      ) and 

(      )-families obtained using the LA and families’ partition information, for the adult dataset. 

Some complementary analyses were then performed using the BIC. 

Repetition of the analysis without using the families’ partition information was consistent, but it did 

not prove to be very useful. This analysis was marked by an increased Bayesian omnibus risk (BOR), 

and consequently a lower value of the maximum PEP (cf. equation 3.26).  

Individual analyses of the NC and OCD adult groups also presented consistent results, despite less 

significant. In terms of model frequencies and EPs, the best family was clearly the first one for both 

cases. Nevertheless, both analyses had associated BORs around the unity, which made the addition 

of any significant information in terms of PEPs impossible.  

These comparisons suggested that if a parameter was to be added to the set composed by    and 

 , that parameter would be   . Therefore, a more detailed analysis on whether this parameter should 

be added or not was executed.  

To do so, simultaneous comparison of the models from the (   ), (    ), (    ) and (       )-

families was done.  

4.2.1.3 Nested models with one or two distinct learning rates and a single inverse 

temperature  

In the following charts, the first fifteen models belong to the 2-parameter families and are ordered as 

before, and the last five belong to the (       )-family. Due to the latter having a higher number of 

parameters than the remaining, comparisons using the AIC were also performed. 

As expected, these comparisons provided strong evidence for the choice of the (    ) and 

(       )-families, and for the second models of these families. BMS using the BIC strongly supported 

the choice of the (    )-parameter family and model 12 (figure 4.10), whereas BMS using the LA 

confidently selected the 3-parameter family and model 17 (figure 4.12). BMS using the AIC, on the 

other hand, selected the 3-parameter family, but slightly favored model 12 (figure 4.11).  
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The differences in the results obtained for the comparisons using the AIC and BIC were easily 

explained due to the under and over penalizing nature of these criterions (cf. section 3.6). The results 

from the comparison using the LA, however, required careful consideration. Most of the three-

parameter models had led to the estimation of several parameters over the boundaries, mainly due to 

the existence of null learning rates. This indicated that the use of the LA was not very appropriate. For 

these reasons, the importance of adding    to the subset of parameters composed by    and   could 

not be immediately neglected nor confirmed.  

 

Figure 4.10: Results of BMC between the (   ), (    ), (    ) and (       )-models obtained using the BIC and 

families’ partition information, for the adult dataset. 

 

Figure 4.11: Results of BMC between the (   ), (    ), (    ) and (       )-models obtained using the AIC and 

families’ partition information, for the adult dataset. 



61 
 

 

Figure 4.12: Results of BMC between the (   ), (    ), (    ) and (       )-models obtained using the LA and 

families’ partition information, for the adult dataset. 

To evaluate if there was any between-group factor confounding these results, separate analyses of 

the NC and OCD groups were also performed, but these were not informative.  

By considering all the information acquired in these and previous subsections, it was clear that the 

models which best explained the behavioral data were models 12 and 17, the second models of the 

(    ) and (       )-families. Being these nested models, no information would be directly lost by 

selecting the more complex model. However, if there was strong evidence that    was not necessary, 

there would be no need to use model 17. In that case,    would be mostly capturing noise and, in 

addition of not being informative, it would contribute for a degradation of the optimal estimates of    

and   previously found. Since none of these models could be proven to be the best through Bayesian 

model comparisons, these models were further compared through likelihood ratio tests (LRTs).  

 

Figure 4.13: Log-likelihoods’ distribution and results of the likelihood ratio tests applied to the second models of 

the (    ) and (       )-families, respectively models 12 and 17. 
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LRTs with a 95% confidence interval (CI) selected the more complex model for 6 out of the 25 

subjects in the NC group, and 10 out of the 27 subjects in the OCD group (figure 4.13).  

While these numbers were not very significant, it was also evident that some of the subjects 

presented a significant increase in log-likelihood from the (    ) to the (       )-model. This indicated 

that using model 17 could indeed be the best option to avoid losing important information.  

As a result, this model was tested against the random model using the AIC, BIC and LA.  All the 

comparisons performed between model 17 and the random model gave approximately 100% PEP to 

the former. Consequently, model 17 was selected at this stage.  

This was done since there was not any advantage in using discredited models to create nested 

models of higher complexity, and because it was still desired to test if any other parameter could be 

necessary to correctly fit the behavioral data. This would not be accomplished if the model selection 

process was terminated here.  

4.2.1.4 Three and four-parameter models with two distinct learning rates and a single 

inverse temperature  

Initially, five 4-parameter models were compared. These were the nested versions of the previously 

selected 3-parameter model and, consequently, the second models of the: (           ), (         ), 

(         ), and (         )-families. Since the two autocorrelation families were considered, models 

3 and 4 both had   as their fourth parameter.  

The LA was not used since the assumptions for its use were not remotely verified. However, BMS 

using the BIC also did not provide any significant information, since it yielded similar frequencies for 

multiple models and a huge BOR. This was verified when the comparisons were made for the full 

dataset, but also for the NC and the OCD groups.  

Thus, the effect of adding one parameter to the set composed by       and   was studied through 

simultaneous comparison of all 4-parameter models, and their nested (       )-model. 

BMC using the BIC confidently selected the 3-parameter model, due to the over penalizing nature of 

this criterion (cf. appendix 2, figure A2.1). However, BMS using the AIC did not support this 

conclusion. Disregarding the second model of the (         )-family, which did not present a good fit 

to the data, BMS using the AIC yielded similar frequencies for all models (cf. figure A2.2).  

Due to the discrepancy between these two comparisons, direct comparison between the 3-

parameter model and each of the 4-parameter models was executed. This is not typically advocated. 

However, it was predicted that through these comparisons, any doubts regarding the necessity of 

adding a fourth parameter could be dissipated. This was indeed the case, as no evidence for the 

importance of adding a fourth parameter was found (cf. appendix 3). 

4.2.1.5 Model selection summary 

The previous steps allowed the identification of the parameters of interest: the positive and negative 

learning rates, and the single inverse temperature. However, they did not provide conclusive 

information regarding the importance of modeling the negative learning rate for the NC nor the OCD 
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groups. Thus, focus was given to the selection between the two models which had consistently stood 

out in the different analyses, the second model of the (       )-family, and its nested (    )-version. 

Firstly, the likelihood of the NC and OCD subgroups having distinct frequencies of these models 

(       ) was quantified (cf. section 3.6). Due to uncertainty regarding which ME approximation was 

the most appropriate, this likelihood was quantified for the AIC, BIC and LA. The use of the different 

approximations led to very similar results, but no differences in model frequencies across groups were 

found. The highest obtained value for this likelihood was of 0.281 (table 4.2), which was very low due 

to the natural bias of this procedure towards the identification of differences across groups (cf. section 

3.6).  

  NC adults OCD adults Full dataset 

BIC 

   (       ) - - -2876.304 

   ( (      |  )) -1395.187 -1482.313 -2877.499 

        - - 0.232 

AIC 

   (       ) - - -2724.024 

   ( (      |  )) -1322.476 -1402.591 -2725.067 

        - - 0.261 

LA 

   (       ) - - -2725.577 

   ( (      |  )) -1323.289 -1403.227 -2726.516 

        - - 0.281 

Table 4.2: Results from random effects between-group comparison for the adult dataset. 

Since no difference between groups was identified and some of the subjects had been shown to 

require the use of three parameters for their behavioral data to be correctly fitted, a more detailed 

study on the pros and cons of adding    to the set of parameters composed by    and   was 

performed. 

This analysis showed that the addition of    did not significantly deteriorate the optimal estimates of 

   nor   found for the simpler model (figure 4.14). In spite of the existence of several subjects where 

the LRTs favored the 3-parameter model (cf. figure 4.13), most subjects didn’t have the values of 

these parameters changed by more than 5% of the total parameters’ range. This was particularly 

positive because of the increased covariance that is usually registered in these types of models 

between the learning rates and the inverse temperatures (cf. appendix 4).  

Therefore, the model which included two distinct learning rates and a single inverse temperature and 

that assumed the representation of 14 different bits and normalized learning was selected. 
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Figure 4.14: (Left) Parameter distributions obtained for the 2-parameter (red) and 3-parameter models (grey). 

(Right) Distribution of the absolute differences of the optimal estimates between the 2-parameter and 3-parameter 

models. [Top -   ; middle -   ; bottom –  ]. 

4.2.2 The children dataset 

Unless specified otherwise, the following charts include information about all children who were 

assigned either to the NC or the Tourette syndrome (TS) groups. The models are ordered as for the 

previous dataset.  

4.2.2.1 Models with one learning rate and a single inverse temperature 

The (   ), (    ) and (    )-families were, once again, firstly analyzed. To do so, BMS using the 

BIC and LA was executed.  

BMS using the BIC yielded a PEP over 95% for the third family and for its fifth model, model 15 

(figure 4.15). This was significantly different than what had been observed for the first comparison of 

the previous dataset. Contrarily to the model highlighted in the first dataset, the twelfth, model 15 only 

represented four bits, despite sharing all other model specifications (cf. table 4.1).  

However, this discrepancy was not evident when BMS was performed using the LA instead of the 

BIC. Using this approximation, the third family’s PEP also attained the threshold for significance, but 

model 12 was the one which presented the highest PEP (figure 4.16).  

Since models 12 and 15 represented very distinct learning strategies, the dataset was further 

analyzed by applying similar procedures to the NC and TS subsets individually. 

For the NC group, no evidence for the selection of any family or model was obtained through BMS. 

When the BIC was used to approximate the MEs, models 12 and 5 presented noteworthy frequencies, 

but no models presented significant PEPs (cf. appendix 5, figure A5.1). This was probably due to a 

combination of factors. Firstly, this comparison had a lower statistical power, since it presented an 

inferior ratio between the number of subjects and the number of models. Secondly, the control group 

was expected to have more similar positive and negative learning rates than the TS group.  
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By using the LA, stronger evidence pointed to the selection of the third family and its second model 

(cf. figure A5.2), but once again without attaining the significance threshold.  

The analysis of the TS subset yielded completely different results. By using the BIC, model 15 could 

be selected with the desired level of confidence (cf. figure A5.3). BMS using the LA also supported this 

model selection (cf. figure A5.4).  

 

Figure 4.15: Results of BMC between the (   ), (    ) and (    )-models obtained using the BIC and families’ 

partition information, for the children dataset.  

 

Figure 4.16: Results of BMC between the (   ), (    ) and (    )-models obtained using the LA and families’ 

partition information, for the children dataset.  

Preliminary results from the analyses of the NC and TS subsets could suggest a difference in 

learning strategy and/or rates between groups. Consequently, the likelihood of the NC and TS 
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subgroups having distinct model frequencies was calculated. This was done using the BIC, and the 

LA. Not surprisingly, though, the obtained likelihoods (of approximately 0) did not support the 

existence of different model frequencies across groups. Even though the 15 models were partitioned 

in three well defined families, the ratio of 2:1 between the number of subjects and the number of 

models was very low. 

Since the comparisons using the full dataset had supported the selection of the third family, the 

model comparison process was continued following a procedure analogous to the one executed for 

the first dataset. 

4.2.2.2 Three-parameter models with the positive learning rate and single inverse 

temperature  

Six model families were compared at this stage, the (       ), (        ), (      ), (      ) and 

(      )-families. In the following charts, the families are indicated by this order. Like in the analysis 

for the first dataset, choice autocorrelation types 1 and 2 corresponded to the fourth and fifth families, 

respectively. Due to the previously reported problems of the LA for models of this complexity, only the 

BIC was used to compare these models.  

When the full dataset was analyzed, it was evident that the family which best explained subjects’ 

behavior was the 5
th
, and that the best model was the 25

th
 (figure 4.17).  

The results obtained for the TS subset were extremely similar to these (cf. appendix 6, figure A6.1). 

However, in the control group only the (       )-family and hers fifth model had considerable 

frequencies (cf. figure A6.2). All models and families had, nonetheless, PEPs approximately equal to 

those expected by chance, due to the unitary BOR associated to this comparison. 

 

Figure 4.17: Results of BMC between the models from (       ), (        ), (      ), the two (      ) and 

(      )-families obtained using the BIC and families’ partition information, for the children dataset. 
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The results from this analysis were, therefore, manifestly different than those which had been 

obtained for the previous dataset. The model which stood out, model 25, assumed strong choice 

autocorrelation between the answers given in consecutive trials, the representation of only 1 bit per 

cue, and normalized learning.  

Due to the findings reported for the NC group (EP over 95% for model 5) and the pattern of model 

frequencies found for the full dataset, the family including two learning rates besides the inverse 

temperature was also not immediately disregarded. Thus, comparisons between the models from the 

(   ), (    ) and (    ), (       ), and the second (      )-families were performed, so that the 

relevance of modeling the negative learning rate, and choice autocorrelation between consecutive 

trials could be accurately determined. 

4.2.2.3 Two-parameter and best three-parameter models 

In the following charts, the fifteen 2-parameter models are ordered as in section 4.2.2.1. These were 

compared with the models from the (       )-family, represented in the charts between numbers 16 

and 20, and the models from the second (      )-family, exhibited between numbers 21 and 25. 

The use of different ME approximations gave rise to evidence in favor of different models, as BMS 

using the BIC favored model 15 (figure 4.18), and BMS using the AIC favored model 25 (figure 4.19). 

Since no conclusions could be drawn, individual analyses of the NC and TS subsets were performed. 

BMS results for the NC subset were not conclusive. These analyses gave maximum EPs below 0.95 

to all models and had associated BORs around the unity, which led to the obtainment of similar PEPs 

for all families and models. When the BIC was used, the fifth model of the (   )-family and the second 

model of the (    )-family presented significant frequencies (cf. appendix 7, figure A7.1), but when the 

AIC was used instead, the fifth models from the (       ) and (      )-families were the models 

which exhibited the highest frequencies (cf. figure A7.2). Even though none of these provided 

information of great relevance in terms of model selection, the profile unraveled through the use of the 

AIC was hypothesized to have a deeper meaning. The inclusion of the 3-parameter models, coupled 

to the under penalizing nature of this criterion, allowed the BMS process to attribute negligible 

frequencies to all models which were not the fifth of a given family, which further validated the learning 

approach modeled in this subtype. Additionally, this suggested that the highest frequency profile found 

for model 12 in section 4.2.2.1 could be, precisely, an artifact of the omission of these ―better‖ models 

in the comparison.  

For the TS subset, BMS using the BIC seemed to support the fifth model of the (    )-family (cf. 

figure A7.3), but BMS using the AIC yielded PEPs over 95% in favor of the (      )-family, and hers 

fifth model (cf. figure A7.4).  
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Figure 4.18: Results of BMC between the models from the (   ), (    ), (    ), (       ) and second (      )-

families obtained using the BIC and families’ partition information, for the children dataset. 

 

Figure 4.19: Results of BMC between the models from the (   ), (    ), (    ), (       ) and second (      )-

families obtained using the AIC and families’ partition information, for the children dataset. 

The difference on PEPs registered when the different criterions were used for the whole dataset and 

the TS subgroup indicated that choice autocorrelation could be a significant factor. In addition, some 

evidence supported the modeling the negative learning rate for the control group. For these reasons, 

between-group comparison was performed.  

Considering the evidence collected up to this moment, it was hypothesized that the fifth learning 

approach was indeed the most correct, and that the NC and TS groups, besides requiring modeling of 

the positive learning rate and the single inverse temperature, would differentially need the negative 

learning rate and choice autocorrelation to be modeled, respectively.  Hence, the fifth models of the 
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(    ), (      ) and (       )-families were used in the comparison. In agreement with the 

methodology being applied, both information criterions were used in this process. 

Moderately high values were obtained for the likelihood of distinct model frequencies existing 

between the NC and TS children, as BMS using the Bayesian and Akaike information criterions 

yielded likelihoods of approximately 0.68 and 0.58, respectively.  

  NC children TS children  Full dataset 

BIC 

   (       ) - - -1623.761 

   ( (      |  )) -597.987 -1025.040 -1623.027 

        - - 0.676 

AIC 

   (       ) - - -1525.319 

   ( (      |  )) -562.503 -962.507 -1525.010 

        - - 0.577 

Table 4.3: Results from random effects between-group comparison for the children dataset. 

As it had been previously explained, the likelihoods obtained through these processes are inflated 

measures. To this, it added the fact that the AIC and BIC are poor ME approximations. Hence, this 

evidence was not thought to be strong enough to support a statement as strong as the existence of a 

difference in model frequencies between groups. Therefore, the model selection process was 

resumed.  

The fifth models from the second (      ) and (    ), respectively models 25 and 15, had been shown to 

be the models which best explained the data.  Thus, as it had been previously done for the adult dataset 

when a similar model selection question between two nested models had arisen, this issue was 

carefully studied by examining the log-likelihood distributions and performing the corresponding LRTs 

(figure 4.20).  

 

Figure 4.20: Log-likelihoods’ distribution and results of the likelihood ratio tests applied to the fifth models of the 

(    ) and (      )-families, respectively models 15 and 25. 

The LRTs indicated that there was evidence in favor of the 3-parameter model for 2 out of the 11 NC 

children and 9 out of the 19 TS, when a 95% CI was selected. 

These results also suggested that strong choice autocorrelation existed for the TS, but not the NC 

children. For this reason, and due to a lack of substantial proof supporting a difference in model 
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frequencies across groups, the effect of adding   to the fifth (    )-model for the whole dataset was 

further examined. To do so, a procedure similar to the one executed for the previous dataset was 

adopted (figure 4.21). This revealed that the values of the optimal estimates of    and   found for the 

simpler nested model were not practically disturbed by the addition of  .  

When coupled with the results from the LRTs, this finding clearly supported the use of the fifth 

(      )-model. Consequently, this model was used to continue the model selection process.  

 

Figure 4.21: (Left) Parameter distributions obtained for model 15 (red) and model 25 (grey). (Right) Distribution of 

the absolute differences of the optimal estimates between models 15 and 25. [Top -   ; middle -  ; bottom –  ]. 

4.2.2.4 Three and four-parameter models with a positive learning rate, single inverse 

temperature and choice autocorrelation between consecutive trials 

Firstly, four nested 4-parameter versions of the selected (      )-model were compared. These 

were the: (         ), (          ), (        ), and (        )-models.  

BMS using BIC yielded conclusive results, since the (         )-model had a PEP over 95% for the 

full dataset, and it was also favored for the NC and TS subsets (cf. appendix 8). All parameters 

besides    were also immediately neglected at this step. This was done because LRTs with a 95% CI 

involving the 3-parameter model and the (          ), (        ) and (        )-models did not find 

evidence in favor of the 4-parameter model for more than 2 subjects in any case. 

Then, in order to confirm that no mistake had been made by assuming that the fifth model type was 

the most appropriate one, the remaining models from the (         )-family were fitted, and all the 

five models from this family were compared. The fifth model presented the highest PEP for every 

subset and when the full dataset was used, it inclusively attained a PEP over 95%.  

Consequently, the impact of adding    to the set formed by         and   was evaluated by comparing 

the fifth models of the (         ) and (      )-families. 

As expected, BMS using the BIC favored the 3-parameter model for the full dataset, but also for the 

NC and TS subsets. However, the use of the AIC favored the 4-parameter model for the NC subset, 



71 
 

and the full dataset. This indicated that only for the TS subset the contribution of    could be 

immediately neglected (cf. appendix 9). 

Despite being consistent with the literature, these findings invalidated the choice of a single model. 

4.2.2.5 Model selection summary 

Considering all the comparisons performed for this dataset, it was obvious that the fifth model type 

was the one which best explained the data and that, in addition to the single inverse temperature, the 

inclusion of the positive learning rate in the models was essential.  

There was also some evidence for the necessity of incorporating the negative learning rate to 

correctly model the data from the NC (but not the TS) children, as well as for adding the choice 

autocorrelation parameter to correctly fit the data from the TS (but not the NC) children. However, no 

difference in model frequencies across groups could be proven to exist.  

Due to this uncertainty regarding whether    and   should be added to the fifth (    )-model or not, 

this 2-parameter model was compared with its nested (         )-model. This was expected to help 

validating the use of the 4-parameter model to fit the behavioral data of the full dataset, since the 

inclusion of other parameters besides these had not been shown to be useful. 

The fifth (      )-model had showed promising results regarding the inclusion of  . However, this 

model had not been formally proven to be better than its nested (    )-model. For this reason, the 4-

parameter model was directly compared with the 2-parameter model and not with this intermediate 3-

parameter model. 

BMC between the (    ) and (         )-models using the AIC identified the 4-parameter model as 

the best one when the full dataset was analyzed, but also when the NC and TS groups were analyzed 

individually. When the BIC was used instead of the AIC, this tendency was inverted, though. 

Nevertheless, the PEP of the 2-parameter model never reached the significance threshold for any of 

the three possible subsets. Thus, no clear indication supporting or against the 4-parameter model was 

obtained.  

Following an analogous procedure to the one executed in 4.2.2.3, the log-likelihood distributions 

obtained for the (    ) and (         )-nested models were studied. Despite there not being great 

evidence from BMS to the addition of    for the TS patients nor to the addition of   for the NC patients, 

the simultaneous addition of both parameters proved to be satisfactory. LRTs with 95% CI favored the 

4-parameter model for 6 out of the 11 control subjects and for 8 out of the 19 TS subjects (figure 4.22), 

which sustained the use of the more complex model.  

Comparisons between the (         )-model and the random model were also significant; the 4-

parameter attained a PEP over 95% irrespectively of the used ME approximation. 

Considering all the data acquired during this model selection process, there was therefore 

reasonable evidence in favor of the selection of the fifth model from the (         )-family. Hereafter, 

this procedure was adopted. While not ideal, this was expected to allow the verification of whether a 

difference between the two groups really existed or not. 
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Figure 4.22: Log-likelihoods’ distribution and results of the likelihood ratio tests applied to the fifth models of the 

(    ) and (         )-families, respectively the 2-parameter and 4-parameter model. 

The selected model included two distinct learning rates, a single inverse temperature, and choice 

autocorrelation between consecutive trials. Moreover, it assumed the representation of the 4 

elementary bits, and normalized learning. 

4.3 Analysis of the models’ performance 

As it had been previously stated, during the WPT, better performances are usually associated to the 

occurrence of habit learning throughout the task. Following this reasoning, it was hypothesized that 

subjects with better performances would present a higher contribution to behavior from the CBGTC 

circuitry, and that the selected models from both datasets would present a better fit to these subjects.  

To evaluate this assumption, the accuracy (    ) of each subject was calculated (equation 4.5). 

            
                         

                                                
            

Then, the average likelihood per trial (      
) was obtained for each subject through equation 4.6.   

                 
                           

Where      is the log-likelihood, and      the number of answered trials by each subject.  

The values of      and       
 obtained for each subject were then analyzed.  

4.3.1 The adult dataset 

The average likelihoods and accuracies were plotted as a function of the subject (figure 4.23a) and 

of each other (figure 4.23b). Then, the Pearson-correlation between these two variables was 

calculated. A positive correlation between them was found (              ).  

This result further validated the use of the model. For the same reason, however, it also indicated 

that the model could have problems in explaining the data from subjects with subpar performances. 

This was indeed the case, as visible by the values of       
 obtained for each subject (figure 4.23a). 
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To assess the performance of the model on a trial-by-trial basis, the mean accuracies throughout the 

task were compared with the mean probabilities of performing the correct action predicted by the 

model, for the NC (figure 4.24) and OCD (figure 4.25) groups. This was separately done for the NC 

and OCD adults to evaluate whether or not the model satisfactorily explained the data of the two 

groups. 

 

Figure 4.23: Goodness of fit of the model selected for the adult dataset as a function of subjects’ performance. 

(a) Mean accuracies and average likelihoods obtained for the subjects. The first 26 subjects belong to the NC 

group and the remaining 27 to the OCD group. (b) Regression of the average likelihoods into the mean 

accuracies of each subject.  

 

Figure 4.24: Mean accuracies (green) and mean probabilities of performing the correct actions predicted by the 

model for the NC adults (black).  

 

Figure 4.25: Mean accuracies (red) and mean probabilities of performing the correct actions predicted by the 

model for the OCD adults (black).  

The Pearson correlations between the mean accuracies and the mean probabilities predicted by the 

model for the NC and OCD adults were also calculated. Positive correlations were found for both 

groups (              ;               , respectively). 
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4.3.2 The children dataset 

An analogous procedure was done for the children dataset. The average likelihoods and accuracies 

were plotted as a function of the subject (figure 4.26a) and each other (figure 4.26b) and, once again, 

a positive correlation between these two variables was found (              ).  

The results from the comparison between the mean accuracies and the mean probabilities of 

performing the correct action predicted by the model for the NC and TS children are shown in figures 

4.27 and 4.28, respectively. These might be slightly more informative than those of the previous 

dataset since the task sequence was the same for all children. 

Positive correlations were found between the mean accuracies and the probabilities predicted by the 

model, for the NC and TS children (              ;               , respectively). 

 

Figure 4.26: Goodness of fit of the model selected for the children dataset as a function of subjects’ 

performance. (a) Mean accuracies and average likelihoods obtained for the subjects. The first 11 subjects belong 

to the NC group and the remaining 19 to the TS group. (b) Regression of the average likelihoods into the mean 

accuracies of each subject.  

 

 

 

 

 

 

Figure 4.27: Mean accuracies (green) and mean probabilities of performing the correct actions predicted by the 

model for the NC children (black).  The 50/50 trials were omitted since there was no correct answer for these, 

hence the discontinuities. 
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Figure 4.28: Mean accuracies (red) and mean probabilities of performing the correct actions predicted by the 

model for the TS children (black). The 50/50 trials were omitted since there was no correct answer for these, 

hence the discontinuities. 

4.4 Parameter comparison  

4.4.1 The adult dataset 

To perform this comparison, a summary statistics approach was used.  

Firstly, the normality assumption was tested for the distributions of the positive and negative learning 

rates, as well as the inverse temperature. This was done using the Lilliefors test. Most of the analyses 

rejected normality, which was not unexpected due to the covariance between these parameters (cf. 

appendix 4, [16]). Thus, following the suggestion by Schonberg et al., two new variables were created: 

  
  and   

  [78]. These were obtained according to equations 4.7 and 4.8. 

   
              

   
               

This aimed at reducing the variability of the estimates. Moreover, the creation of these two new 

variables (whose distribution is visible in figure 4.29) did not compromise the attainment of useful 

information, since both learning rates were scaled by the same factor.  

Repetition of the normality tests for these new variables did not yield, however, significantly different 

results. Hence, all parameter comparisons were performed through the use of non-parametric tests. 

A Wilcoxon signed rank test indicated that the transformed positive learning rate was higher than 

negative one for both groups, that is,   
 
  

     
  and   

 
   

      
  ( -value      ). However, no 

difference between groups was found. A Wilcoxon rank sum test did not find any difference between 

groups for   
  neither   

  nor (  
    

 ). Since no information regarding comorbidities or medication 

existed, no other tests between groups were made.  

Consequently, no difference between the NC and OCD adult groups could be found through this 

analysis. Despite discouraging, these results were somewhat expected in the sequence of the 

previous analyses and the heterogeneity of this disorder [8] [59] [63] [65].  
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Figure 4.29: Boxplots with the information concerning the distributions of the transformed learning rates in the NC 

and OCD adults. The values of the variables are plotted overlapped with the distributions (black dots). 

4.4.2 The children dataset 

An analogous procedure regarding the learning rates and the inverse temperature was performed, 

and similar results were obtained. Once again, a Wilcoxon signed rank test indicated that   
    

  for 

the NC and the TS children ( -value      and  -value     , respectively), and no difference 

between groups regarding these parameters was found.  

The analysis of the choice autocorrelation parameter yielded, however, considerably different results. 

This parameter did not significantly deviate from normality when the full dataset was considered, nor 

when the NC and TS subsets were analyzed individually. When a one-tailed t-test was performed to 

test the hypothesis of increased switching in TS, that is,         (cf. equation 3.37), significance 

was obtained ( -value       ). This result was also robust to the use of a one-tailed non-parametric 

Wilcoxon rank sum test ( -value       ).  

These tendencies are illustrated in figures 4.30a and 4.30b, respectively. 

 

Figure 4.30: (a) Boxplots with the information concerning the transformed learning rates, (b) and the choice 

autocorrelation parameter in the NC and TS children. The values of the variables are plotted overlapped with the 

distributions (black dots). 

Like in the previous dataset, the lack of any significant difference between the learning rates of the 

different groups was slightly disappointing, but not totally unexpected. The multiple problems of the 

WPT, the subpar performance of the subjects, the heterogeneity of TS (cf. section 2.4), the medication 

status, and the limited capability of the RL model might have all contributed for this factor.  
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5.1 Conclusions 

This thesis aimed at studying habit learning impairments in patients diagnosed with Tourette 

syndrome (TS) and obsessive-compulsive disorder (OCD) through the analysis of their performance, 

alongside that of control (NC) subjects, on the Weather Prediction Task (WPT), a probabilistic 

classification learning task.  This study was performed for two distinct datasets
10

. The former 

presented data from NC and OCD adults, and it was characterized by some between-subject 

variability regarding task structure. The latter, on the other hand, contained data from NC and TS 

children who had solved a task with the same exact input and feedback sequences.  

Direct analysis of the behavioral data did not support the existence of gradual learning throughout 

the task for the control groups, nor the patients. This analysis did also not support any difference in 

performance across groups. These results presented an obvious limitation to the study in question but 

are easily explained by the poor design of the task [70] [72]. Besides the cortico-basal ganglia-

thalamo-cortical (CBGTC) circuitry, which is associated to habit learning, several other regions have 

been shown to be activated during the WPT. The contribution from these regions to behavior is highly 

associated to the existence of abnormal subpar performances for some of the subjects [32] [82].  

This analysis indicated, however, that increased switching between the two possible actions, 

irrespectively of their outcome, could have occurred for the TS and OCD patients during WPT solving.  

The variability of the task sequence across the OCD and NC adults might have confounded the 

analysis for the first dataset, but that was not the case for the TS children. The finding for the latter 

was consistent with the literature, as striatal hyperdopaminergia had been previously associated with 

an increase in switching in marmoset monkeys [11], and Parkinson patients (who present a loss of 

dopaminergic neurons in the midbrain) had been shown to exhibit increased perseverance during 

behavioral task solving [77]. Still, to my knowledge, this had not been reported in TS patients yet. 

To study the behavioral data in detail, a novel reinforcement learning (RL) framework was 

developed. However, due to the uncertainty regarding the solving strategies which could have been 

followed by the different subjects, this process was not straightforward.  

To partially overcome this problem, five alternative learning approaches were modeled. This 

revealed indeed to be a good approach, as the RL models which presented a better fit to the two 

different datasets implemented different strategies. Both models assumed the existence of normalized 

learning, that is, that more information was learned for each bit
11

 when fewer bits were simultaneously 

activated, but only the model selected for the adult dataset represented all combinations of cues.  The 

model selected for the children implemented a strategy where only the four elementary cues of the 

WPT were represented.  

Nevertheless, no conclusions regarding an association between development and stimuli 

representation can be drawn, because of the imbalance in task structures across datasets. 

The novel Bayesian model comparison (BMC) framework used for this selection proved to be very 

useful since it allowed all hypotheses to be tested, without requiring prior assumptions on specific 

distributions of the models or the parameters on the populations to be made. The approximations to 

                                                           
10

 The collection of the analyzed datasets was completely independent from me. 
11

 In this case, each bit referred to a cue or an association of cues shown during the WPT.  
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the model evidence used in this process presented, however, some inaccuracies. While it is not 

expected that this has led to the selection of the wrong type of models (due to the consistency 

between the encountered results), this caused some difficulties in the selection between nested 

models. When uncertainty arose, the models of higher complexity were chosen, since no finding 

provided enough evidence to invalidate this procedure.  This means, however, that there was probably 

overfitting for some of the subjects, and that some nonsense parameters might have been estimated 

for these subjects.  

During model comparison, it became obvious that the models implementing parametric 

nonstationarity did not yield a good fit to the data. These models had some deficiencies, due to the 

simplicity of their mechanisms, but they were not a priori expected to present such a bad fit to the 

data. Their inclusion in the comparison did not bias the results, but their creation could have been 

avoided if visual inspection of the behavioral data had been previously executed, as no evidence for 

better performances in the final trials of the task existed. Models implementing choice autocorrelation 

between the answers given for the same inputs did not present a good fit to the data either. 

The fact that no reasonable model including the parallel contribution of other learning processes 

besides habit learning could be created caused the learning rates and values stored by the model to 

probably capture all these external contributions. For this reason, the interpretation of the modeled 

learning rates as striatal learning rates is not entirely correct. An analogous reasoning applies to the  -

values. The existence of a strong correlation between the goodness of fit of the model, and subjects’ 

performance suggests, nonetheless, that the used methodology had considerable success in the 

simulation of the learning process. 

Through the RL-based analyses, it became obvious that the positive learning rate was predominant 

irrespective of the subjects’ group. This supported that different mechanisms for incorporation of 

positive and negative reward feedback existed. However, the exact values obtained for the negative 

learning rates require careful consideration, since there might have been some additional problems in 

their estimation, due to the existence of much more trials rewarded with positive than with negative 

feedback.  

These facts, added to the lack of information concerning the medication status of the patients, the 

existence of comorbidities, and the severe deficiencies of the WPT, might explain why no difference 

regarding the activation of the direct and indirect pathways of the CBGTC loops was found across 

groups. Additionally, this suggests that some of the a priori hypotheses might have been over 

ambitious. 

RL-based analysis of the switching/perseverance trade-off was much simpler. The choice 

autocorrelation parameter affected the action selection, but not the learning procedure. For this 

reason, it presented less correlation with the remaining parameters, and the analysis was less 

confounded. This analysis supported the a priori hypotheses for the TS children, as well as the results 

obtained through direct analysis of the data. Information regarding this parameter obtained from model 

and parameter comparisons was also consistent throughout the analysis.  

This thesis provides therefore strong evidence regarding the existence of increased switching 

between competing actions in patients with TS. 
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5.2 Future work 

As it has been stated in prior sections, several possibilities for further developing this project exist.  

Regarding the computational framework, actor-critic algorithms (which estimate state-values and not 

action-values, like the  -learning ones do [86]) should be tested, so that the two approaches can be 

compared and evaluated. Internal reward calculation, among other physiological processes, should 

also be modeled, since some studies have supported that this process might be compromised in OCD 

and TS patients [65] [90]. If possible, an uncertainty-based dynamic adaptation of the learning and 

combination weights used by the model should also be implemented 

A more pressing concern, however, seems to be the creation of a new grouping of subjects. To do 

so, information regarding the patients’ medication, comorbidities, and symptom severity, besides 

primary diagnosis, should be considered. This would allow a priori hypotheses to be more accurately 

tested [39] [49], but also the implementation of hierarchical models of parameter estimation to be 

much more advantageous. This combined approach would be very beneficial since the hierarchical 

models cope with within-subject variability on parameter estimates, and this variability might be 

problematic in situations where there are subjects whose data is not well-explained by the selected 

model. 

Concerning model comparison, the use of better approximations to the model evidence (possibly 

calculated through Markov Chain Monte Carlo sampling [22] or variational Bayes techniques [31] [66] 

[75]) should also be targeted, so that the model selection procedures can be formally validated.  

The application of these methodologies to this WPT data seems, however, a little bit utopic, as direct 

analysis of the behavioral data did not yield great evidence for gradual learning throughout the task. 

There is therefore a possibility that the scope of this analysis is limited to findings which, like switching, 

directly concern action selection. 

Assuming that this data is indeed more informative than it seems at the moment, and that a better 

model can be created, clustering analysis should be pursued. That is precisely the information which 

this and similar studies aim at obtaining. Only through this combined effort, the creation of the 

necessary pathology-based system for classification of mental disorders might be achieved [9] [47] 

[89]. 
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A.1 Bayesian model comparison (BMC) between the models with one 

learning rate and a single inverse temperature without using the families’ 

partition information, for the adult dataset 

In the following charts, the first 26 subjects belong to the control group, and the remaining 27 suffer 

from OCD. The models are ordered as in section 4.2.1.1. 

 

Figure A1.1: Results of BMC between the (   ), (    ) and (    )-models obtained using the BIC for the adult 

dataset when the families’ partition information was disregarded. (Top Left) Model attributions. These are the 

posterior probabilities of belonging to each model. (Top Right) Estimated model frequencies. (Bottom) 

Approximated Exceedance Probabilities (EPs) and approximated Protected EPs of the fifteen models. Models 1 

to 5 belong to the (   )-family, models 6 to 10 to the (    )-family, and models 11 to 15 to the (    )-family.  

 

Figure A1.2: Results of BMC between the (   ), (    ) and (    )-models obtained using the LA for the adult 

dataset. 
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A.2 BMC between the three and four-parameter models with two distinct 

learning rates and a single inverse temperature, for the adult dataset 

In these charts, the first model is the second model from the (       )-family and the subsequent 

models are its nested 4-parameter versions. The latter are shown in the following order: (           ), 

(         ), (         ), and (         )-families, where models 4 and 5 correspond to choice 

autocorrelation types 1 and 2, respectively. The first 26 subjects belong to the NC group, and the 

remaining 27 to the OCD group. 

 

Figure A2.1: Results of BMC between the second models of the (       ), (           ), (         ), the two 

(         ), and the (         )-families using the BIC for the adult dataset. 

 

Figure A2.2: Results of BMC between the second models of the (       ), (           ), (         ), the two 

(         ), and the (         )-families using the AIC for the adult dataset. 
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A.3 Pairwise BMCs between the four-parameter models with two distinct 

learning rates and a single inverse temperature and their nested three-

parameter model, for the adult dataset 

(       ) and (           )-Models 

When the Akaike and Bayesian information criterions were used to perform BMS for the whole 

dataset, no evidence for the use of distinct inverse temperatures was obtained, as both criterions 

selected the 3-parameter model. Consistent results were also obtained for the OCD subset. However, 

for the NC subset there was a slight inversion of this tendency, as BMS using the BIC chose the first 

model with a PEP of approximately 98%, but BMS using the AIC favored the 4-parameter model 

(69.8% EP and 53.8% PEP). Nonetheless, due to the under penalizing nature of the AIC, this result 

did not seem enough to support the choice of the model with two distinct inverse temperatures. 

(       ) and (         )-Models 

BMS using the AIC (the less conservative criterion) gave approximately 100% PEP to the 3-

parameter model when the analysis was performed for the full dataset, the NC and the OCD subsets.  

(       ) and (         )-Models 

BMS using the BIC yielded PEPs of approximately 100% for the 3-parameter model when this model 

was compared with each of the 4-parameter models for the full dataset, the NC and the OCD groups. 

In addition, the AIC also gave higher PEPs to the simpler model for the three tested subsets, 

irrespectively of the (         )-model used in the comparison. 

(       ) and (         )-Models 

When the full dataset was analyzed, BMS using the BIC selected the reduced model with certainty, 

and BMS using the AIC also estimated a higher PEP for the simpler model. Moreover, consistent 

results were obtained for the NC and OCD subsets. 
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A.4 Analysis of the log-likelihood distributions from the RL models 

(In order to fully understand this appendix, prior reading of section 3 is recommended.) 

The implemented RL models suffer from severe covariance between some of the parameters, 

particularly the learning rates and inverse temperatures. The latter is evident through inspection of the 

equations which describe the basic  -learning mechanisms. 

In its simpler form, where only one learning rate and one inverse temperature exist, and only one 

state might be activated at each trial, the trial-by-trial update executed by a  -learning model reduces 

to: 

                   

                                                              

This means that when that state is activated again, the probability of performing a given action in the 

new trial (  ) will be given by:  

          
            

∑      (    ) 
 

 

By coupling the above information, we obtain the following equation: 

          
                            

∑              (    )        
 

 

This means that the product between the learning rate and the inverse temperature is explicitly used 

in the equation for probability calculation, which explains why there is a natural bias of the models 

toward a negative correlation between these two variables.  

While not linearly generalizable to all the models developed during this thesis (due to their bit system 

implementation, and the existence of different learning rates for some of them), this helps 

understanding some of the problems of the models in use, and why the direct evaluation of the 

learning rates is not usually a good measure. 

In figure A4.1, this is exemplified for one of the created models. There, it is visible a negative 

correlation between the single learning rate and the inverse temperature, but also the tendency of the 

values which provide better fits to the data to be approximately distributed around a contour line with 

constant    . 

Figure A4.2, on the other hand, depicts the log-likelihood distribution obtained for a subject to whom 

the model fitted very well. In this case, the multivariate Gaussian approximation to the log-likelihood 

function around the optimal parameters also seems to be quite reasonable. 
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Figure A4.1: Log-likelihood plot obtained through brute force fitting of the second (   )-model, for an OCD adult. 

    denotes the inverse of the hessian. The star indicates the optimal estimates found through non-linear 

optimization, and the colors represent the goodness of fit of the model for the tested values of the parameters. 

They match the obtained values of the log-likelihood (   ). The ellipse depicts the 95% confidence region (CR) 

for the parameters, assuming the validity of the approximation of the     function around the optimal parameters 

by a multivariate Gaussian. 

 

Figure A4.2: Log-likelihood plot obtained through brute force fitting of the second (   )-model, for a NC adult.  

In order to exemplify how the addition of a free parameter to the model influences the log-likelihood 

distribution, next, several log-likelihood plots obtained for one control children are shown. This is done 

for the fifth models from the (      ), (    ) and (       )-families, since some of these families were 

discussed in detail during section 4.2.2. The former was obtained by fixing the inverse temperature’s value to five, 

and optimizing only   .  

As it is visible in figure A4.3, when only the positive learning rate was present, the model was able to 

successfully estimate its optimal value, while defining a relatively strict 95% confidence region for the parameter 

(once again, through approximation of the likelihood function around the optimal estimates by a multivariate 

Gaussian). 
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Figure A4.3: Log-likelihood plot obtained through brute force fitting of the fifth (      )-model, for a NC 

children.  

When the inverse temperature was allowed to vary, the estimation of    was much more uncertain. 

The 95% confidence interval obtained for this parameter contained almost the whole space delimited 

by its lower and upper bounds (figure A4.4). 

 

Figure A4.4: Log-likelihood plot obtained through brute force fitting of the fifth (    )-model, for a NC children.  

For this child, inclusion of the negative learning rate did not significantly increase the uncertainty 

regarding    and   (figures A.54). However, this was not generally the case in the population. For 

most subjects, these parameters were over or near the boundaries, and nonsense hessians were 

estimated. 
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Figure A4.5: Log-likelihood plot obtained through brute force fitting of the fifth (       )-model, for a NC children. 

The parameters tested were randomly selected. 
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A.5 BMC between the models with one learning rate and a single inverse 

temperature, for the NC and TS children 

Like in section 4.2.2.1, the models in the charts below belong to the (   ), (    ) and (    )-

families, respectively. 

 

Figure A5.1: Results of BMC between the (   ), (    ) and (    )-models obtained using the BIC and families’ 

partition information, for the NC children subset.  

 

Figure A5.2: Results of BMC between the (   ), (    ) and (    )-models obtained using the LA and families’ 

partition information, for the NC children subset.  
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Figure A5.3: Results of BMC between the (   ), (    ) and (    )-models obtained using the BIC and families’ 

partition information, for the TS children subset.  

 

Figure A5.4: Results of BMC between the (   ), (    ) and (    )-models obtained using the LA and families’ 

partition information, for the TS children subset.  
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A.6 BMC between the three-parameter models with the positive learning 

rate and single inverse temperature, for the NC and TS children 

In the subsequent charts, the families of models are shown in the following order: (       ), 

(        ), (      ), (      ) and (      ). Once again, families 4 and 5 correspond to choice 

autocorrelation types 1 and 2, respectively.  

 

Figure A6.1: Results of BMC between the models from (       ), (        ), (      ), the two (      ) and the 

(      )-families obtained using the BIC and families’ partition information, for the TS children subset. 

 

Figure A6.2: Results of BMC between the models from (       ), (        ), (      ), the two (      ) and the 

(      )-families obtained using the BIC and families’ partition information, for the NC children subset. 
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A.7 BMC between the two-parameter and best three-parameter models, for 

the NC and TS children 

In the subsequent charts, the families of models are shown in the following order: (   ), (    ), 

(    ), (       ) and (      ). The fifth family implements choice autocorrelation between 

consecutive trials.  

 

Figure A7.1: Results of BMC between the models from the (   ), (    ), (    ), (       ) and the second 

(      )-families obtained using the BIC and families’ partition information, for the NC children subset. 

 

Figure A7.2: Results of BMC between the models from the (   ), (    ), (    ), (       ) and the second 

(      )-families obtained using the AIC and families’ partition information, for the NC children subset. 
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Figure A7.3: Results of BMC between the models from the (   ), (    ), (    ), (       ) and the second 

(      )-families obtained using the BIC and families’ partition information, for the TS children subset. 

 

Figure A7.4: Results of BMC between the models from the (   ), (    ), (    ), (       ) and the second 

(      )-families obtained using the AIC and families’ partition information, for the TS children subset. 
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A.8 BMC between the four-parameter models with a positive learning rate, 

single inverse temperature and choice autocorrelation between 

consecutive trials, for the children dataset 

The results from the comparison between the 4-parameter nested versions of the fifth model from 

the (      )-family are shown below. These are represented in the following order: (         ), 

(          ), (        ), and (        ). 

In the figure A8.1, the first 11 children belong to the NC group and the following 19 to the TS group. 

 

Figure A8.1: Results of BMC between the models from the (         ), (          ), (        ), and 

(        )-families obtained using the BIC, for the children dataset. 

 

Figure A8.2: Results of BMC between the models from the (         ), (          ), (        ), and 

(        )-families obtained using the BIC, for the NC children subset. 
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Figure A8.3: Results of BMC between the models from the (         ), (          ), (        ), and 

(        )-families obtained using the BIC, for the TS children subset. 
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A.9 BMC between the best three and four-parameter models, for the 

children dataset 

In the subsequent charts, the first model is the fifth model from the (      )-family, and the second 

model its nested 4-parameter model with   . In the charts regarding the full dataset, the first 11 

children belong to the NC group and the following 19 to the TS group.  

 

Figure A9.1: Results of BMC between the models from the (      ) and (         )-families obtained using the 

BIC, for the children dataset. 

 

Figure A9.2: Results of BMC between the models from the (      ) and (         )-families obtained using the 

AIC, for the children dataset. 
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Figure A9.3: Results of BMC between the models from the (      ) and (         )-families obtained using the 

BIC, for the NC children subset. 

 

Figure A9.4: Results of BMC between the models from the (      ) and (         )-families obtained using the 

AIC, for the NC children subset. 
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Figure A9.5: Results of BMC between the models from the (      ) and (         )-families obtained using the 

BIC, for the TS children subset. 

 

Figure A9.6: Results of BMC between the models from the (      ) and (         )-families obtained using the 

AIC, for the TS children subset. 


